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ABSTRACT

This paper focuses on reinforcement learning (RL) with clustered data, which is commonly encountered in healthcare applica-

tions. We propose a generalized fitted Q-iteration (FQI) algorithm that incorporates generalized estimating equations into policy

learning to handle the intra-cluster correlations. Theoretically, we demonstrate (i) the optimalities of our Q-function and policy

estimators when the correlation structure is correctly specified and (ii) their consistencies when the structure is mis-specified.

Empirically, through simulations and analyses of a mobile health dataset, we find the proposed generalized FQI achieves, on

average, a half reduction in regret compared to the standard FQI.

1 | Introduction

Reinforcement learning (RL) has emerged as a powerful ma-
chine learning tool for sequential decision-making across var-
ious fields. This paper studies RL with cluster-structured data,
where subjects are grouped into clusters, with possible correla-
tions among their observations. Our primary motivating appli-
cation is the Intern Health Study (IHS, NeCamp et al. 2020),
which studied the time-varying causal effect of health-related
mobile app prompts on the well-being of first-year medical in-
terns across various institutions in the United States, paving the
way for developing more effective and personalized messages
tailored for each intern at every decision point. These interns
naturally form clusters by their memberships to training institu-
tions. Even after controlling for individual-level observed infor-
mation such as baseline surveys, subjects in the same institution
may share unobserved or imperfectly measured factors, for ex-
ample, curricula and training environment, and social and peer
interactions, resulting in observed intra-institution correlations.

To illustrate these correlations, we regress the cubic root of in-
terns’ daily step counts on the message interventions they re-
ceived, along with their time-varying observations. We then
calculate the resulting residuals and visualize the random

intercepts fitted from linear mixed effect models for institutions
with at least five individuals in the left panel of Figure 1, where
we observe significantly different random effects across a large
number of clusters (institutions), indicating the presence of cor-
relations within these clusters.

The primary challenge of applying RL to clustered data lies in
the presence of intra-cluster correlations. Existing RL algorithms
typically assume that the observations are independent and
identically distributed (i.i.d., see, e.g., J. Chen and Jiang 2019;
Fan et al. 2020) and ignore these dependencies, resulting in sub-
optimal policy learning. To elaborate the challenges posed by
the intra-cluster correlations in policy learning, we provide a
numerical example using highly correlated data and visualize
the cumulative reward of the estimated optimal policies com-
puted by the traditional fitted Q-iteration (FQI, see, e.g., Ernst
et al. 2005; Riedmiller 2005) algorithm and our proposed algo-
rithm (denoted by GFQI) in the right panel of Figure 1. In this
example, the ‘oracle’ optimal policy achieves a cumulative re-
ward of 0.275. It can be seen that there is a constant gap between
this optimal value and the cumulative reward achieved by the
standard FQI. In contrast, the cumulative reward obtained
by GFQI, which effectively handles intra-cluster correlations,
closely approximates the optimal value.
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FIGURE1 | Left panel: caterpillar plot of random effects for institutions with at least five interns. The error bars indicate 95% confidence inter-
vals. Right panel: average reward of policies computed by standard FQI (coloured in blue) and the proposed generalized FQI (coloured in red) with

increasing number of clusters. The horizontal line (coloured in cyan) depicts the optimal value, computed by an online deep Q-network (DQN) agent

with sufficiently many data. Both the number of subjects per cluster and the time horizon are fixed to 5.

This work makes several contributions:

1. Methodologically, we propose a novel RL algorithm that
incorporates generalized estimating equations (GEEs)—a
classical statistical tool commonly used in analysing lon-
gitudinal and clustered data (K. Liang and Zeger 1986;
Zeger and Liang 1986)—into the FQI for more effective
policy learning in the presence of intra-cluster correla-
tions. To our knowledge, this is the first study to explore
RL with clustered data that frequently arises in fields
such as healthcare, education and social sciences where
subjects are commonly organized in clusters.

2. Theoretically, we establish the robustness and efficiency
of the proposed generalized FQI (referred to as GFQI) al-
gorithm. In particular, we demonstrate that (i) when the
modelled correlation structure is correctly specified, the
proposed estimator achieves certain optimality properties;
(ii) even when this correlation structure is mis-specified,
the proposed estimator maintains consistency, ensuring
its robustness (Overall and Tonidandel 2004). These prop-
erties apply to both the Q-function estimator and the esti-
mated optimal policy.

3. Empirically, we demonstrate the usefulness of our
proposal via simulations and real-world data-based
semi-synthetic analyses. Our results show that the gen-
eralized FQI significantly outperforms the standard
correlation-unaware FQI, achieving an approximately
10% reduction in regret under weak intra-cluster corre-
lations and a considerable 80% reduction under strong
correlations.

2 | Related Works

We review GEE and RL in this section, as they are closely related
to our proposal.

2.1 | GEEs

GEE is a classical statistical tool used for analysing longitudi-
nal and clustered data. It estimates the parameters of interest by
solving a set of estimating equations that specify the conditional
mean and variance of a response, while accounting for intra-
cluster correlations via a ‘working’ correlation structure that is
allowed to be mis-specified.

More specifically, suppose we have n clusters, each containing
multiple subjects. Let <Xi(’) ,Yi(’)> denote the predictor-response

pair from the jth subject within the ith cluster. We employ a gen-
eralized linear model (GLM, McCullagh 2019) to model the rela-
tionship between Yl.m and Xi(’). Specifically, the conditional mean

of Y, denoted by u” = E( Y"1 x”), is modelled through a link

function g, such that g( u?)) = ﬂT)(i(j), where f is a vector of re-
gression coefficients.

Different from standard GLMs, the responses 1/'1.0)'5 within each
cluster are allowed to be correlated, with their correlation struc-
ture modelled by a working correlation matrix C;. Let B; denote
a diagonal matrix whose jth diagonal element is given by the
conditional variance Var YiU)IXl.(j) ; GEE solves the following
estimating equations to estimate f:

n

OMi —_1/2 1 00-1/2
> oy BB (Y- ) =0, W
i=1

(]
where we use boldface letters p; and Y, to denote vectors {Mi }j

and {Yiw } within the ith cluster, respectively. When setting C;
j
to the identity matrix, (1) is reduced to the estimating equations

under the i.i.d. assumption.

GEE has several defining features (K. Liang and Zeger 1986):
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1. Unlike maximum likelihood estimators (MLEs) that re-
quire to specify the joint data distribution, GEE only speci-
fies the first two moments.

2. When the working correlation structure is correctly spec-
ified, the resulting estimator achieves a smaller asymp-
totic variance compared to MLEs obtained under the i.i.d.
assumption.

3. Even if the correlation structure is mis-specified, GEE
still produces consistent and asymptotically normal
estimators.

These features make GEE particularly appealing for handling
correlated data that frequently arises in biostatistics (P. Diggle
et al. 2002; Fitzmaurice et al. 2008; Hedeker Donald 2006).
Over time, GEE has been extended to accommodate missing
data (Copas and Seaman 2010; P. Diggle et al. 2007; Roderick
Little 2019; Rubin 1976; C. Shen and Chen 2012, 2013), high-
dimensional data (L. Wang et al. 2011), and other complex
data structures (Friedel et al. 2019; Lipsitz et al. 1994; J. Liu
et al. 2009; Paradis and Claude 2002; Y. Wang et al. 2024).

22 | RL

RL has its roots in experimental psychology but has evolved
into a powerful AI tool for optimal policy learning through in-
teractions with a given environment (Sutton and Barto 2018).
Over the past decade, it has become one of the most popular
frontiers in machine learning, with a number of successful ap-
plications across diverse fields including game playing (Mnih
et al. 2015; Silver et al. 2016), ride-sharing (Qin et al. 2025;
Tang et al. 2019; Xu et al. 2018; Shi, Wang, et al. 2023),
real-time bidding (Cai et al. 2017; J. Jin et al. 2018), finance
(Carta et al. 2021; X. Liu et al. 2020; Wu et al. 2020; H. Yang
et al. 2020) and large language modelling (Ouyang et al. 2022;
Shao et al. 2024). Numerous algorithms have been proposed
in the machine learning literature, ranging from the classical
Q-learning (Watkins and Dayan 1992) and actor-critic (Konda
and Tsitsiklis 1999) to more advanced trust region policy opti-
mization (Schulman et al. 2015), deep Q-network (DQN, Mnih
et al. 2015), quantile DQN (Dabney et al. 2018) and more re-
cent offline RL algorithms (see, e.g., Levine et al. 2020; Uehara,
Shi, et al. 2022, for reviews).

In the statistics literature, RL is closely related to a large body
of works on learning dynamic treatment regimes (DTRs, see
Chakraborty and Moodie 2013; Kosorok and Laber 2019;
Kosorok and Moodie 2015; Z. Li et al. 2023; Tsiatis et al. 2019,
for reviews). More recent works have studied Markov deci-
sion processes (MDPs, Puterman 2014) and their variations
(e.g., partially observable MPDs, Krishnamurthy 2016), which
can broadly be categorized into three types: (i) The first type
of methods focuses on the estimation of the optimal policy
(X. Chen et al. 2023; Ertefaie and Strawderman 2018; G. Li
et al. 2024; Liao et al. 2022; Luckett et al. 2020; Miao et al. 2025;
G. Shen et al. 2025; Shi, Luo, et al. 2024; Shi, Qi, et al. 2024; J.
Wang et al. 2025; W. Yang et al. 2022; Zhong et al. 2020; Zhou
et al. 2024; Zhu et al. 2025); (ii) the second type of methods aims
to evaluate the return of a target policy (Bian et al. 2025; Duan
et al. 2024; Y. Hu and Wager 2023; Kallus and Uehara 2024; T.

Liang and Recht 2025; Liao et al. 2021; W. Liu et al. 2023; Luo
et al. 2024; Qi et al. 2025; Ramprasad et al. 2023; Shi, Wan,
et al. 2023; Shi et al. 2022; Shi, Zhu, et al. 2024; Sun et al. 2024; J.
Wang et al. 2023; Zhang et al. 2023; Zhou et al. 2023); (iii) the last
type of methods considers other related tasks such as variable
selection, clustering, order detection or stationarity testing to
enable more sample efficient policy learning and/or evaluation
(Andersen and Zhao 2025; E. Chen et al. 2024; L. Hu et al. 2022;
M. Li et al. 2025; Ma et al. 2023).

Among all the aforementioned works, our proposal is particu-
larly related to the following two branches of RL algorithms:

1. FQI. FQI is perhaps one of the most popular Q-learning
type algorithms. It casts the estimation of the optimal Q-
function into a sequential regression problem, enabling the
use of existing supervised learning algorithms to estimate
the optimal Q-function (Ernst et al. 2005; Riedmiller 2005).
Theoretically, the regret of the resulting estimated optimal
policy has been widely studied in the literature (see, e.g.,
J. Chen and Jiang 2019; Fan et al. 2020; Y. Jin et al. 2021;
Munos and Szepesvari 2008). Our proposal differs from the
aforementioned studies both methodologically and theo-
retically. Methodologically, the proposed GFQI accounts
for intra-cluster correlations, unlike standard FQI that
treats observations as i.i.d. Theoretically, we conduct a re-
fined analysis to show that our estimated optimal policy
incurs a smaller regret than the standard FQI. Such a dif-
ference cannot be captured in traditional regret analyses,
which typically focus on the order of magnitude of the re-
gret bound, as the two algorithms' regret bounds are of the
same order.

2. Generalized temporal difference (GTD) learning. Our
proposal is also closely related to the GTD learning algo-
rithm developed by Ueno et al. (2011), which proposes to
utilize a set of estimating equations to solve temporal dif-
ference (TD) learning for policy evaluation and derives an
‘optimal” estimating equation that minimizes the variance
of the estimated parameters within that set. A similar work
by Min et al. (2021) develops a variance-aware weighted
regression method that assigns weights inversely propor-
tional to the variance of the value function for parameter
estimation and the subsequent policy evaluation. However,
utilizing the variance alone without modifying the estimat-
ing equation is insufficient to achieve semi-parametric
efficiency (Ueno et al. 2011). Our proposal differs from
GTD in that (i) while both our proposal and GTD identify
optimal estimating equations to minimize the variance of
the parameter estimates, we employ GEE to account for
the intra-cluster correlations, whereas GTD still treats ob-
servations as i.i.d. (ii) We consider policy learning, a more
complicated problem than policy evaluation which often
serves as an intermediate step in policy learning (Sutton
and Barto 2018).

3 | Clustered MDPs

We propose a clustered MDP to model the intra-cluster cor-
relations within the clustered data. To elaborate on this DGP,
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we discuss its connections to and differences from the stan-
dard MDP model in this section. Notably, the standard MDP
requires the error residuals to be independent. In contrast, the
proposed clustered MDP allows residuals to be dependent over
the population.

We first introduce the standard MDP commonly employed in RL
to formulate numerous sequential decision-making problems.
An MDP is typically denoted by (S, A, T, R, p, y) where S and .A
denote the state and action spaces, respectively; 7 and R are the
state transition and reward functions; p denotes the initial state
distribution and y denotes the discount factor, bounded between
Oand1.

Let (S,,A.,R,) 1o denote the sequence of state-action-reward
triplets generated under this MDP. Its data generating process
can be described as follows:

1. At the initial time ¢t = 0, the environment's state S, € S is
generated according to p, that is, Sy ~ p(e);

2. Subsequently, at each time t, the agent selects an action
A, € Aafter observing S;

3. Next, the environment provides an immediate reward R,
with an expected value of R(A,, S, ) and transits into a new
state S, ~ T (| A,, S;)at time t + 1;

4. Steps 2 and 3 repeat until the environment reaches a termi-
nal state.

An MDP contains two basic assumptions (see the left panel of
Figure 2 for illustrations):

i. The first one is a Markov assumption, which requires both
immediate reward and future state to depend on the past
data history only through the current state-action pair. This
assumption precludes any directed path from the past state
to future state that does not traverse current state-action pair.

ii. The second one is an independence assumption, which re-
quires the state-action-reward triplets to be independent
across different trajectories. This assumption precludes
any directed path among trajectories.

The goal is to learn an optimal policy z* that maximizes the ex-
pected cumulative reward Y,.,y'E” (R,) where E”(R,) denotes
the expected reward the agent receives at time t following a
given policy 7.

This paper studies MDPs under the clustered data setting. We
use <S, A, M, {Tm}m,R, {pm}m,y> to denote such a clustered
MDP. In this notation:

« S, A, R and y denote the same state space, action space, re-
ward function and discount factor as those in a standard
MDP;

o/ denotes the probability mass function of M—the number
of subjects within each cluster;

« py and T, denote the joint distribution function of all M ini-
tial states, and the transition function of all the M states, as-
suming there are M subjects in the cluster. When restricting
to a single state, its marginal initial state distribution and mar-
ginal transition function are reduced to p and 7, respectively.

Such a clustered MDP generates M trajectories, each containing

a sequence of state-action-reward triplets (Sfm),Aﬁm),Rfm)>
t>0

over time, for 1 < m < M. Similar to the MDP model, each tra-
jectory marginally follows an MDP (S, A, T, R, p, y). However,
different from the MDP, these trajectories can be dependent.

To elaborate, we visualize a clustered MDP in the right panel
of Figure 2. In this example, a common residual process {e, },. ,
affects the rewards and/or states of two subjects simultane-
ously. For instance, the reward residuals of two subjects could
be identical,

RV -R (AP, 5") =R?-R(A?,5%),v.

This invalidates the independence assumption. However, we
do require {e,} ,»; to be independent over time to meet the
Markov assumption. Otherwise, each trajectory follows a par-
tially observable MDP, invalidating most RL algorithms that rely
on the MDP assumption. As such, each trajectory in a clustered
MDP follows an MDP marginally, and its expected cumulative

FIGURE 2 | Left panel: visualization of MDPs. <S§1),AEI),R§1>)
precludes paths Sﬁ)l - Sl(}r)l and Sfi)l - Sﬁ)l.
example.

(2) 42 p2)
,, and (52,42, R?) 1
The independence assumption precludes paths across the two trajectories. Right panel: a clustered MDP

denote two data trajectories. The Markov assumption
>
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reward Y,.oy'E” (R,) under any policy ! remains the same as
if it were generated independently from an MDP. Consequently,
#* continues to maximize the expected cumulative reward.
Moreover, most existing RL algorithms remain consistent to
identify z*. However, they are no longer as sample efficient as
under Model I, as demonstrated in the right panel of Figure 1.

4 | Generalized FQI

In this section, we proposed a generalized FQI algorithm for
more effective policy learning in the presence of intra-cluster
correlations within a clustered MDP. For illustration purposes,
we begin by introducing the standard FQI algorithm and adapt-
ing GTD for policy learning (denoted as AGTD). However, nei-
ther FQI nor AGTD addresses data correlations. Our proposal,
presented later, is built upon these algorithms and specifically
designed to manage such correlations. All three algorithms are
Q-learning type methods, which focus on estimating the follow-
ing optimal Q-function, defined by

Q'@s)= Y r'E” (R]A =a,5,=s),

t>0

and derive the estimated optimal policy as the greedy policy
with respect to the estimated Q-function. See Algorithms 1-3
for their pseudocodes.

4.1 | Algorithm 1 (FQI)

As commented in Section 3, standard FQI remains consistent
in identifying the optimal policy at a population level when
applied to clustered MDPs, although it lacks sample efficiency
in finite samples. It organizes all data into a collection of state-
action-reward-next-state (S,A, R, S’ ) tuples D and iteratively es-
timates Q* via supervised learning. More specifically, the initial
Q-function estimator Q© is set to a zero function. During the kth
iteration, FQI solves the following optimization,
) 2
arg min ,

[R +max yQ*(a,8') - Q(A, S)]
Q€Q (sARSHED a

@
to compute Q®),
Here, QO denotes the function class used to model Q*. It can be

any parametric class, such as the class of linear models where
Q= {Q:Q(a,s) = P(a,s)} for a set of state-action features ¢

ALGORITHM 1 | Fitted Q-iteration (FQI).

1: Initialize Q© « 0 and k « 0.
2: repeat
3: k<k+1
k .
4 Update Q® by solving (2).
5: until Convergence criteria is met.

6: return Q®

with dimension d, or other more complex models such as neural
networks.

4.2 | Algorithm 2 (Adaptation of GTD for Policy
Learning)

GTD is originally designed for the purpose of Q-function evalua-
tion. Here, we extend it to learn the optimal policy z*. Following
GTD, we assume the optimal Q-function is linear, that is,
Q*(a,s) = ¢" (a,s)p* for some p* € R% According to the Bellman
optimality equation (see, e.g., Agarwal et al. 2019), for any
d-dimensional state-action feature @, the following estimating
equation is unbiased for estimating f*,

(A, )[R+ ymax " (a,5')F - ¢7(A, )P =0, ()
(S,ARS")ED

that is, the left-hand-side (LHS) of (3) equals zero when replac-
ing p with g*. This motivates us to solve the above equation to
compute the estimator g for g*.

The choice of the state-action feature ® in (3) is crucial. Each
® leads to a different estimator ﬁ Motivated by GTD, we aim
to identify the optimal state-action feature that minimizes the
mean squared error (MSE) of /ﬁ\ Assuming the data comes from
a standard MDP with independent trajectories, it follows from
Theorem 1 (see Section 5) that the resulting optimal ® is speci-
fied by ¢*(a, s)c~2(a, s) where

$*(A,S) = p(A,S) - yE[p(z*(S),S') | A,S], “

and 6%(4, S) denotes the conditional variance of the TD error
R+y max ,Q*(z*(S'),S") — Q*(A,S) given A and S.

To solve this estimating equation, we estimate g* iteratively in a
similar manner to FQI. Ateach iteration, we first use the currently
estimated optimal policy—greedy with respect to the current Q-
function estimator—and supervised learning to approximate z*,
the expectation in (4) and 62, in order to construct the optimal ®.
We next solve the resulting estimating equation in (3). The afore-
mentioned procedure is repeated until convergence.

ALGORITHM 2 | Adapted generalized TD (AGTD).

1: Initialize p® «0 and k « 0.

2: repeat

3: k<k+1

4 Estimate z*, the expectation in (4)
and 62 by the currently estimated
optimal policy and supervised learn-

Ak
ing to estimate ¢* and ¢?. Let ¢ and
2

¢° denote their estimators.
5: Update p**Y by solving
LADIR +y xmax ¢’ (a,5') 4% - 67(4, %] =0,
(SARsHeD? AS) a

6: until Convergence criteria is met.
7: return p®

Stat, 2025
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4.3 | Algorithm 3 (GFQI)

Algorithm 2 derives the optimal basis function ¢* under the in-
dependence assumption, which is clearly violated in clustered
MDPs. To address this limitation, we incorporate GEE into FQI
to effectively accommodate data correlations.

For a clustered MDP, we use boldface letters S, A, R and S’ to
denote the collections of state-action-reward-next-state tuples
across all M subjects within a cluster at a given time, that is,
S=(SUT, ... ,s™T)T and A, R, §' can be defined similarly.
Under the given model assumption, the parameter of interest g
satisfies the Bellman optimality equation E[5(S, A, R,S'; f*)] = 0
where 6(S,A, R,S'; ﬁ*) denotes an M-dimensional cluster-wise
TD error whose jth entry is given by

R + mg_x yd)(a,S("y)ﬂ* _ d)(A(i),SU))ﬁ*.

This motivates us to construct the following estimating equation
to estimate g*:

Y o, S)a(s, AR, s’;ﬁ) -0, )
(SARS)

for any d X M matrix @ that is a function of A and S, where the
summation in (5) is taken over all (S, AR, S’) tuples across dif-
ferent times and clusters.
According to Theorem 1, the optimal ® is given by

D (A,S) = [¢(AD,SV), o, ¢ (AN, SM) |V,

where ¢* is defined in (4) and V is the covariance matrix of the
cluster-wise TD error.

ALGORITHM 3 | Generalized fitted Q-iteration (GFQI).

Similar to GEE, we model V via BCB where B is a diagonal
matrix with each jth diagonal element equal to the standard
deviation of the jth TD error ¢(A?, S¥). The matrix C in the
middle serves as a working correlation matrix to model the
intra-cluster correlations. Typically, C is set to an exchange-
able correlation matrix, where the diagonal elements are 1,
and the off-diagonal elements equal some correlation coeffi-
cient—1<p<1.

To solve the resulting GEE in (5), we employ the same iterative
approach to AGTD. Specifically, at each iteration, we estimate
the correlation coefficient p and ¢* and update the parameter
A% by solving

©*(A,9)5(S,A,R,S; g0, p*-1) =0, ©
(SARS)

where 8(S,A, R, S'; p%, f*) denotes the TD error vector with
the jth entry given by

RY 4 max Y¢<a, S0 ) pED — p(AD, 50) g0,
a

Since we iteratively solve the GEE to estimate the optimal Q-
function, we refer to our algorithm as generalized FQI, or GFQ]I,
for short. Notice that GFQI is reduced to AGTD when the cor-
relation matrix C is set to the identity matrix.

5 | Statistical Properties

In this section, we study the theoretical properties of the pro-
posed GFQI (Algorithm 3). We first obtain a bias-variance de-
composition of the MSE of the estimated #*. We next analyse the
regret of the resulting estimated optimal policy. See Table 1 for a
summary of our theoretical findings. Without loss of generality,

1: Set the iteration counter k « 0.
2: Initialize so that the O-function Q®(a,s)=¢ (a,5)f% is initialized to zero.
3: repeat p <0
4: Estimate #* by the greedy policy n(k)eargmax a(pT(a,s)ﬁ(k) with respect to Q®.
5: Estimate qb*(A,S):[E[d)(ir*(S’),S') |A,S] using supervised learning, with {(b(ir(k)(S’),S’)} as the

response variables and {(A,S)} as the predictors.

. (m) o(m) p(m) o(m) (m) k-1 (m) k (m)  g(m)

[H Calculate the TD error 5<A[ ,S[ ,Rt ’St+1>(_Rt +ymaxaQ< )<a’St+1>_Q()<At ’St ) for

m=1, - ,M and t=1, - ,T.
7: Use these TD errors to estimate V={Vm m} where

M2 S mym,
— (m) o(m) H(m) o(m) (m) o(my) (m) o(m;)

Vinym, =Cov(3(a™, s, R™, 500, 6(4, s R, 52 ).

8: Estimate ®" by plugging the estimated ¢* and V into
D*(A,S) = [¢p* (AD,SD), -, p*(AMD, SM)| VT,

9: Update A**Y by solving

T O'AS)5(S,ARS; AV, p4Y) =,

(SARS)

with the jth element entry of 6(S,A,R,S';ﬂ(k),ﬁ(k_l)) given by G(AO),SG)).

10: k—k+1
11: until Convergence criteria is met.
12: return p®
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TABLE1 | A summary of our theoretical findings.

Correlation Theorem 1 Theorem 2
matrix (estimated %) (policy)
Correctly Minimal asymptotic Minimal
specified variance asymptotic regret
Mis-specified Consistent Consistent

we assume that the numbers of subjects for all clusters are the
same and denote this number as M. Let N denotes the number of
state-action-reward-next-state tuples (S, A, R, ') in the dataset.

We impose Assumptions 1-8 to derive our theories and relegate
them to Appendix S1 to save space. We briefly discuss these as-
sumptions below:

« Assumptions 1, 2 and 3 are standard in the RL literature
(see, e.g., J. Chen and Jiang 2019; Fan et al. 2020; Uehara,
Imaizumi, et al. 2022). They require that all immediate re-
wards be bounded by a constant R, ,, < oo, the linear func-
tion class be rich enough to cover the reward function %
(realizability) and be closed under the Bellman operator
(completeness), respectively.

« Assumption 4 requires the underlying clustered MDP to sat-
isfy the geometric ergodicity condition (Bradley 2005), which
relaxes the existing i.i.d. data assumption commonly imposed
in RL (see, e.g., J. Chen and Jiang 2019; Dai et al. 2020; Fan
et al. 2020). It is equivalent to the f-mixing condition (Luckett
et al. 2020) and is strictly weaker than the uniform ergodicity
assumption imposed in the literature (Zou et al. 2019).

« Assumption 5 is similar to the stability assumption used
in the off-policy evaluation literature (see, e.g., Perdomo
et al. 2022) but is specifically tailored for policy learning.
This assumption is frequently employed in settings where
linear function approximation is utilized for modelling
the (optimal) Q-function (Bian et al. 2025; Ertefaie and
Strawderman 2018; M. Li et al. 2025; Perdomo et al. 2023;
Shi et al. 2022). Following the arguments in Shi et al. (2022),
we can show that this assumption is likely to hold when data
are collected using the e-greedy algorithm; see Section S1.1
of the Supporting Information for details.

« Assumption 6 requires the number of GFQI iterations K to
be much larger than log(N)/ log(y~!). This assumption is
mild as K is user-specified.

« Finally, Assumption 7 requires the uniqueness of the opti-
mal policy whereas Assumption 8 requires the value func-
tion to be a smooth function of the model parameter f.
These assumptions enable us to derive the leading terms of
the MSE and regret, which are essential for comparing the
performance of different algorithms; see our discussions
below in Theorems 1 and 2.

5.1 | Error Analysis of the Estimated *

The following theorem establishes the efficiency and robustness
of the estimated p* obtained from Algorithm 3.

Theorem 1. (MSE). Suppose Assumptions 1-7 are satisfied.
For a sufficiently large sample size N, ff computed by Algorithm 3
attains the following properties:

1. Robustness: The MSE of Bis given by

2. Efficiency: B reaches the minimal asymptotic MSE—ob-
tained by removing errors that are high-order in the sample
size N—among the class of solutions to (5) if ® = ®* with a
correctly specified correlation matrix C.

_ _ T
tr[W HO)Z(®) (W (@) ] +O<Rmax log(N)) @)
N Ni(l-y)

where tr(e) denotes the trace of a matrix, W(®)=
(1-y) 'M'E[®(A,S){p(A,S)—yp(z*(S'),S)}], H(A,S=)
H(AD,SD), ..o p(AM), SO and (@) =M"'E
D(A,S)VO'(A,S)].

The first part of Theorem 1 derives a rigorous bias-variance de-
composition for the MSE of B. Specifically, the first term in the
error bound (see (7)) represents the leading asymptotic variance,
which scales as N7, whereas the second term arises from its
finite-sample bias, which decays at a faster rate of N=3/2. As a
result, the bias term diminishes more rapidly than the asymp-
totic variance as the sample size N increases. Meanwhile, the
bias term is proportional to the reward upper bound R, and
increases with the (1—y)~! term, which can be interpreted as the
‘horizon’ in episodic tasks. Finally, regardless of the working cor-
relation structure employed, both the bias term and asymptotic
variance decay to zero as N approaches infinity, demonstrating
the robustness of our proposed GFQI.

The second part of Theorem 1 demonstrates that, when setting ®
to @* with a correctly specified correlation matrix, the proposed
GFQI minimizes the leading asymptotic variance of the result-
ing estimator. This efficiency is achieved through the following
three key steps: (i) using ¢* instead of ¢ itself to construct the
state-action feature; (ii) inversely weighting each state-action
feature by the conditional variance of the TD error &2 (iii) in-
corporating C to account for the within-cluster correlation. In
comparison:

« Standard FQI adopts none of these steps, which often in-
curs a large MSE;

« Variance-aware regression (Min et al. 2021) functions
similarly to the second step but remains inefficient as it
omits the first and third steps;

« AGTD improves upon variance-aware regression by incor-
porating the first two steps but still falls short of efficiency
because it does not exploit the correlation structure.

Our work builds on AGTD by accounting for this correlation,
resulting in a more efficient estimator.

Finally, we emphasize that a major difference of our proposal
from the existing literature lies in the refined theoretical analysis
of the error terms. While existing results in the machine learning
literature often focus on establishing the order of the MSE, our
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analysis goes further by explicitly characterizing the leading term
and developing a method to optimize it. Without such an analysis,
all the aforementioned methods would achieve the same order of
magnitude, making it impossible to distinguish their performance.

5.2 | Regret Analysis
The following theorem demonstrates that the estimation error
of f can be translated into the regret of the resulting estimated

optimal policy.

Theorem 2. Suppose Assumptions 1-8 are satisfied. For a
sufficiently large N, we have the following results:

1. Robustness: The regret of the estimated optimal policy is given

by
-Jo{van, (3)u) o BELED), g
2 a-pen: /)’

where Var, (ﬁ ) denotes the asymptotic covariance matrix of ﬁ

given by N*1W‘1(<I>)Z(<I>)(W‘1(CI>))T, and H denotes the
Hessian matrix:

9V(p)

= dﬂdﬂT |ﬂ=ﬂ*’

where V(f) denotes the expected cumulative re-
ward Y r'E*P(R,) under the greedy  policy
7p(s) = argmax , ¢ (a,s)p parameterized by p.

2. Efficiency: The regret bound in (8) is asymptotically minimized
(i.e., its leading first term is minimized) when the correlation
matrix is correctly specified.

As commented earlier, existing theoretical analyses provide only
the order of magnitude of the policy regret, which is insufficient
for comparing different algorithms when their regrets share the
same order. To address this limitation, similar to Theorem 1, we
refine the existing analysis by decomposing the regret into a lead-
ing term, which is related to the asymptotic variance of B.and a
higher-order residual term in (8). By definition, V() is maximized
at #*. Assuch, H is negative semidefinite, making the leading term
nonnegative. Given that the leading term is of the order O(N -1 ) it
is indeed the dominating factor. Meanwhile, this dominating fac-
tor is minimized when the correlation matrix is correctly specified,
which demonstrates the efficiency of the proposed GFQI. When
mis-specified, both the leading term and the higher order term
converge to zero as the sample size N approaches infinity, verify-
ing the robustness property.

6 | Numerical Study

In this section, we employ the THS dataset to create a simulation
environment to investigate the empirical performance of the pro-
posed GFQI in real-world applications. To save space, additional
synthetic data analysis results are relegated to Section S2 of the
Supporting Information. The code for reproducing these experi-
ments is available at https://github.com/zaza0209/GEERL.

To mimic the data generation process in the IHS study, we first
train a state transition model and a reward model. Here, the state
variable S, is set to be the cubic-root of daily step count of an in-
tern at day ¢ — 1, and the reward variable R, is set to be their daily
mood score at day ¢. We remark that the original daily step count
is heavy-tailed, and the cubic-root transformation brings its distri-
bution closer to normality. See Figure C.5 of M. Li et al. (2025) for
a visualization of the resulting transformed variable. The action A,
is binary, where A, = 1 indicates that a message was received on
day ¢, and A, = 0 indicates no message was received. Further de-
tails regarding the generative model and correlation structure are
provided in Section S2 of the Supporting Information.

The sample size is determined by three parameters: (i) the
number of clusters n; (ii) the cluster size M and (iii) the num-
ber of days T, for which the study lasts. We consider a base
simulation setting with n =5, M =10 and T = 14 (2weeks).
We next vary each parameter independently to explore their
effects: n e {5,10,15,20,25,30}, M € {10,20,30,40,50}, and
T € {7,14,21,28,35}, while keeping the other two parameters
fixed. The decision of actions is made on each day of a week.
We also vary (iv) an additional parameter yw € {1,3,5,7,9}
which determines the intra-cluster correlations. This yields a
total of 16 X 5 =80 simulation settings. For each setting, we
repeats the experiments 20 times with different seeds.

Comparison is made among the following algorithms/policies:

« FQI: The standard FQI (Algorithm 1).
« AGTD: The adapted GTD (Algorithm 2).

« GFQI: The proposed GFQI with exchangeable working cor-
relation structure (Algorithm 3).

« CQL (Kumar et al. 2020): The conservative Q-learning al-
gorithm that adds a regularization term to the loss function
to prevent the learned Q-values from being overestimated.

« DDQN (van Hasselt et al. 2015): An offline version of the
double deep Q-network algorithm, designed to reduce the
maximization bias by using two separate deep neural net-
work models for the optimal Q-function, one for greedy ac-
tion selection and the other for Q-value evaluation.

« Behaviour: The uniform random policy used in the IHS
study to collect the offline data.

Notice that the first five algorithms are all Q-learning-based. In
particular, the first three algorithms employ linear polynomial
basis functions to parameterize the optimal Q-function, with its
degree selected from {1,2,3,4} using 5-fold cross-validation. For
GFQI and AGTD, the conditional expectation in (4) at each itera-
tion is estimated via linear regression. In practice, we recommend
using supervised learning algorithms that are computationally ef-
ficient, as the proposed GFQI iteratively updates the Q-function,
and each iteration requires to compute the conditional expecta-
tion in (4). More generally, kernel ridge regression can also be em-
ployed, as the kernel matrix only needs to be computed once and
reused across iterations. The covariance matrix V is updated at
each iteration by imposing the exchangeable correlation structure
among TD errors. The next two algorithms, CQL and DDQN, use
deep neural networks for Q-function estimation.
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https://github.com/zaza0209/GEERL

Estimated optimal policies are evaluated via the Monte Carlo
method. Specifically, we generate 10 clusters’ data that lasts for
35 days, where each cluster contains 100 trajectories. To mini-
mize the evaluation error, we omit the reward residuals when
generating the rewards. Finally, we average these generated re-
wards across all trajectories to evaluate the expected return.

Figure 3 visualizes the regrets of estimated policies computed
by various RL algorithms with varying cluster sizes, numbers
of clusters and horizons. We summarize our results as follows:

1. First, we find that GFQI considerably outperforms FQI and
AGTD in scenarios with large intra-cluster correlations
(i.e., w > 5) and achieves better performance in general

with small correlations (i.e., y < 3). This result highlights
the importance of accounting for the correlations in clus-
tered data for policy learning.

. Second, the proposed GFQI consistently achieves smaller

or comparable regrets than CQL and DDQN. This compar-
ison implies that the danger of ignoring data correlations
in policy learning can overshadow the benefits provided
by the flexibility of deep neural network used in CQL and
DDQN.

. Finally, all RL algorithms achieve significantly smaller re-

grets than the behaviour policy in most cases, highlighting
the value of policy learning in improving the medical out-
comes of interns.
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FIGURE3 | Regretofthe average reward with varying (i) numbers of clusters, (ii) cluster sizes, (iii) numbers of days and (iv) values of intra-cluster

correlation parameter (¥). The shaded band represents the standard error. The green line (AGTD) and blue line (FQI) are largely overlapped.
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