Can citizens guess how other citizens voted based on demographic characteristics?

Noam Titelman¹* and Benjamin E. Lauderdale²

¹ London School of Economics and Political Science, London, UK and ² University College London, London, UK
*Corresponding author. Email: n.titelman@lse.ac.uk

(Received 28 July 2020; revised 15 April 2021; accepted 23 April 2021)

Abstract
How well do citizens understand the associations between social groups and political divisions in their societies? Previous research has indicated systematic biases in how the demographic composition of party supporters are perceived, but this need not imply that citizens misperceive the likely voting behavior of specific individuals. We report results from two experiments where subjects were provided with randomly selected demographic profiles of respondents to the 2017 British Election Study (BES) and then asked to assess either (1) which party that individual was likely to have voted for in the 2017 UK election or (2) whether that individual was likely to have voted Leave or Remain in the 2016 UK referendum on EU membership. We find that, despite substantial overconfidence in individual responses, on average citizens’ guesses broadly reflect the actual distribution of groups supporting the parties and referendum positions.

Keywords: Class and ethnicity; political parties and interest groups; public opinion; race

1. Introduction

Public discussions of voter behavior sometimes suggest that social groupings align much more strongly and simply with voter behavior than is actually the case. As Ford and Cowley (2019) lament:

It’s not that there are not under-pinning factors driving the way people vote, merely that voters are much more complicated than most discussion of this sort of analysis ever allows. Even individual voters are complex and contradictory, so this will certainly be true of any group of voters—whether we define them by place, or profession, or past vote or anything else.

It is not only pundits who tend to misperceive associations between voter behavior and demographic characteristics. Recent studies in political science have found that citizens (Levendusky and Malhotra, 2016; Mildenberger and Tingley, 2019) as well as representatives (Broockman and Skovron, 2018) can be biased on average when assessing the aggregate political attitudes of the public. These findings are consistent with an older literature on such biases in social psychology (Shamir and Shamir, 1997; Pronin et al., 2002; Sherman et al., 2003; Todorov and Mandisodza, 2004; Chambers et al., 2006). In contrast to these findings of bias, other researchers have found that citizens’ average ex-ante forecasts of aggregate electoral outcomes are often (but not always) close to accurate (Lewis-Beck and Stegmaier, 2011; Murr, 2011; Rothschild and Wolters, 2011; Boon, 2012; Graefe, 2014; Murr, 2016), illustrating that citizens’ can collectively form unbiased assessments of one another’s votes in some instances. Of course there is no reason to expect a single, consistent answer to all questions of the form: “do these [citizens/representatives] have unbiased perceptions of [measure of public opinion or voting behavior]?”. The direction, magnitude, and consequences of biases may vary substantially across different contexts.
Our focus in this paper is specifically on public perceptions about the relationship between socio-demographic characteristics and vote choice. Two recent studies in the USA find that people tend to “overestimate the extent to which party supporters belong the party-stereotypical groups” (Ahler and Sood, 2018) and that “evangelicals tend to overestimate the percent of Republicans who are evangelicals and overestimate the percent of Democrats who are secular (seculars exhibit more muted, but opposite patterns)” (Claassen et al., 2019).

These studies have asked respondents to make assessments at the population-level, with prompts that ask respondents for \(p(X | \text{vote})\): the proportion of people with a given characteristic \(X\) among those voting for a particular party \((\text{vote})\). These “compositional” questions are interesting because they tell us about the “images” of party supporters that respondents bring to mind. Ahler and Sood (2018) provide experimental evidence that misperceptions about the composition of party supporters are consequential because they increase perceived distance of individuals from the parties they do not support.

Our study complements this work by asking respondents to report their beliefs about \(p(\text{vote} | X)\) instead of \(p(X | \text{vote})\). That is, instead of asking what proportion of the people who voted a given way have a particular demographic attribute, we ask what proportion of the people with given demographic attributes voted in a particular way. Where the “compositional” question asked by previous studies is useful to assessing “party images,” our “behavioral” question tells us about the assumptions that individuals make about the political behavior of a specific person, based on that person’s demographic characteristics. Both compositional and behavioral assessments are important quantities to understand if our goal is to assess the political assumptions that citizens are making about one another.

Both of these quantities, \(p(\text{vote} | X)\) and \(p(X | \text{vote})\), are likely to be difficult for respondents to report on a survey. They ask respondents to report quantities that could only be measured accurately using cross-tabulations of nationally representative surveys. In general, survey respondents struggle with questions that ask for shares of groups in the population (e.g., Kunovich, 2017; Joslyn and Haider-Markel, 2018). Mistakes in reporting probabilities can take the form of overly extreme probabilities (e.g., Kahneman, 2011) or probabilities overly close to 50 percent, depending on circumstances (Baron et al., 2014; Atanasov et al., 2017). In terms of the specific information required to answer accurately, the compositional question \(p(X | \text{vote})\) is more difficult than the behavioral question \(p(\text{vote} | X)\), as only the latter is typically reported in the media when presenting demographic breakdowns of election results. Indeed, Ahler and Sood (2020) propose that citizens’ understandings of these proportions might be linked. They argue that citizens might be more familiar with \(p(\text{vote} | X)\) and therefore recover \(p(X | \text{vote})\) by implicitly calculating (perhaps inaccurately) the relationship between the two: \(p(X | \text{vote}) = p(\text{vote} | X) \cdot p(X)/p(\text{vote})\). There are multiple ways that citizens might err in applying Bayes rule, but the most likely are by failing to implicitly multiply \(p(\text{vote} | X)\) by \(p(X)/p(\text{vote})\) at all, or by holding inaccurate beliefs about the base population proportions of \(p(X)\). Implicit in Ahler and Sood’s argument is the idea that citizens might hold accurate beliefs about \(p(\text{vote} | X)\). We test if, in fact, citizens can report accurate beliefs about this probability.

We examine citizens’ perceptions about \(p(\text{vote} | X)\), assessing perceptions about many social groupings \((X)\) jointly rather than one at a time. Our two experiments consist of presenting profiles of voter characteristics (such as income, education, social class, ethnicity, religion, place of residence, age, etc.). In the first experiment we ask a group of respondents to assess which party that individual was likely to have voted for in the 2017 UK election. In the second experiment we ask another group of respondents whether that individual was likely to have voted Leave or Remain in the 2016 UK referendum on EU membership. The profiles of characteristics presented were randomly selected from the profiles of respondents to the face-to-face survey of the 2017 British Election Study (BES), so we know the true reported vote choice in both the 2016 referendum and 2017 election for each treatment profile, and the treatment profiles are representative in distribution of the voters in the referendum and
election. This allows us to benchmark public perceptions against the actual demographic associations in a variety of ways.

We find that on average, citizens’ perceptions broadly reflect the actual demographic associations of voting. Across a very large number of demographic attributes and the two different vote choices, we find only a single attribute where respondents are, in the aggregate, directionally mistaken (on average respondents think that holding a university degree was associated with voting Conservative in 2017, when in fact it was associated with voting Labour). Otherwise, for both the “old” political divide of party and the “new” political divide of Brexit, respondents’ assessments are responsive to variation in profiles in qualitatively correct ways, and often capture the relative strength of associations well. At the same time, although average beliefs track reality reasonably well, at the individual-level guesses are noisy and overconfident, and so respondents do not perform well in probabilistic assessments like Brier score. We show that this reflects the difficulties of making probabilistic assessments of what proportion of people with a given profile will have voted in a specific way. The accuracy of respondents’ perceptions increases with their level of political attention, but is not consistently predicted by any other measured characteristic of the respondent.

Although previous work by Ahler and Sood (2018) found that respondents caricature party supporters, and do so more when they are more interested in politics, we do not find any such tendency. Although we examine a different setting (the UK rather than the USA), we believe it is more likely that these different findings are the result of the different way in which we elicit respondents’ understandings of how political divides intersect with social and demographic groups in the population. Compositional questions make it easier to overstate demographic associations with vote, because demographic characteristics are presented one-at-a-time. In contrast, the behavioral question that we ask requires respondents to evaluate each demographic attribute in the context of many at once, to think about a particular person with a full profile of attributes. In this context, overstating one demographic association requires ignoring others. We find that respondents do not do this, at least not on average with respect to any particular attribute. This is true even though respondents give far too many extreme responses, frequently (and implausibly) stating that certain profiles are 100 percent or 0 percent likely to have voted Leave, Remain, Conservative, or Labour.

Our findings are mostly consistent with another recent study, which assesses US respondents’ ability to infer the Trump/Clinton vote choices of profiles that as they reveal a mix of social/demographic characteristics as well as political attitudes (Carlson and Hill, in press). Like their study, we find that individual-level assessments are noisy but that there are not major biases in those assessments. The inclusion of political attitudes (e.g., on abortion and partisanship) in the Carlson and Hill experiment means that their study answers a different question than ours. They find partisanship is the attribute that most increased the accuracy of guesses, followed by the profile’s reported most important problem. Although closely related methodologically, their experiment is designed to assess respondents’ beliefs about the links between other individuals’ political attitudes and vote choice, while ours is focused on the perceived links between social groups and political positions.

As Ahler and Sood (2020) observe, there are a number of mechanisms that could explain errors in citizens’ reported beliefs, some of which involve consistently mistaken beliefs and some of which involve different internal logical inconsistencies in citizens’ beliefs. In the conclusion, we suggest future research strategies for resolving some of the outstanding puzzles in this area, using a combination of the research design that we employ here along with those previously employed by Ahler and Sood.

2. The role of citizens’ perceptions of group political behavior

Why does it matter what citizens believe about the demographic patterns of voting? The substantial cognitive and informational demands placed on citizens by democratic institutions have led to
a number of theories about the mechanisms through which they process these demands. Political sophistication is often defined as the ability to deploy political knowledge to make connections with other forms of knowledge (Luskin, 1987, 1990). One early articulation envisions citizens holding different “levels of sophistication,” varying according to their ability to recognize and judge social groups and the ideology associated with different political parties (Campbell et al., 1960; Converse, 1964). In this definition, citizens with higher levels of sophistication are those capable of making ideological judgments, while people with more moderate sophistication are those who perceive parties in a group-centric fashion, as representing a coalition of groups’ interests. There is a body of literature that finds most citizens perceive politics in a more group-centered fashion than an ideological one (Converse, 1964; Kinder and Kalmoe, 2017; Kalmoe, 2019), with a general conclusion that “people are naturally more group-oriented than ideological and that, in any case, most ‘ideologues’ are probably familiar with the groups comprising each party’s coalition” (Kalmoe, 2019).

Within the group-centric perspective, Campbell et al. (1960) differentiated between those who, when evaluating parties, only mention a single group and those who can reference multiple groups in conflict. In other words, it is possible that a more complex group-centric perspective is also related to higher sophistication. Group-centric perspectives can vary widely in their “sophistication” according to their accuracy and the extent to which they encompass multiple, potentially overlapping, social groupings. Indeed, there are several academic (presumably sophisticated) perspectives on parties which envision them primarily as group-based coalitions, in which different interest groups come together to coordinate policy demands (Cohen et al., 2009; Bawn et al., 2012). From this perspective: “…while parties include ideological elements, collections of intense policy demanding groups define parties” (Kalmoe, 2019).

Partisanship is often conceptualized in the literature as way to ease decisions by giving cues or heuristic guidance for people, with relatively little need for information on the candidates and the electoral context (e.g., Fiorina, 2002). These cues are usually thought of as policy stances of the party and its candidates, but they may as well be cues on the social groupings of party members.

### 2.1 Opinion-based identity and Brexit

Although voting and support for political parties are often the focal political behavior, we can expect similar patterns for other salient opinion-based divisions (Bliuc et al., 2007; McGarty et al., 2009). Hobolt et al. (2020) find that, after the 2016 EU referendum, identification as “Leavers” and “Remainers” became at least as strong as party identities. The socio-demographic determinants of Brexit voting are different from those for the party divide. Although age and education are the main predictor of this opinion-based division, “measures of social class (such as income, occupation and housing tenure) continue to matter more for partisan identities than for Brexit identities despite sharp falls in class voting in Britain in recent decades” (p. 14). This is consistent with previous research on the determinants of Brexit vote that has found that remain voters tended to hold social liberal values, and also were more likely to be younger and hold more educational qualifications, while leave voters tended to hold social conservative values, and tended to be older and hold fewer educational qualifications (e.g., Dassonneville, 2016; Goodwin and Heath, 2016; Alabrese et al., 2019). There are reasons to believe these social cleavages became increasingly relevant partly because of generational changes in the British electorate, which has become more educated and racially diverse (e.g., Sobolewska and Ford, 2019). The Brexit divide seems to rival party in terms of their potential to shape citizens’ views about the political alignment of social groups. Hobolt et al. (2020) find that in terms of trait stereotype—positive in-group perception and negative out-group perception—the Brexit divide might be stronger than the partisan divide.

Thus, past research gives us reason to suspect that citizens’ own social and political identities and their perceptions of the social and political identities of others are interrelated. This makes it...
important to know when perceptions are shaped by real demographic patterns, as well as in which circumstances they overstate or caricature those patterns (Ahler and Sood, 2018; Claassen et al., 2019). At the same time, people hold multiple political identities, and these may mobilize distinct aspects of their social identities. The existence of a long-standing (but evolving) party system in the UK, alongside the more recent “pseudo-party” system of Brexit vote and identity, provides a unique environment to examine how citizens understand the complex demographic associations with political behavior.

3. Data and methods

Our experiment consists of presenting real profiles of voter characteristics and then asking respondents to assess (1) which party that individual was likely to have voted for in the 2017 UK election or (2) whether that individual was likely to have voted Leave or Remain in the 2016 UK referendum on EU membership. The profiles of characteristics presented to respondents were those of individuals randomly selected from the 2017 British Elections face-to-face Survey (BES).1 Because each “treatment profile” corresponds to a real BES respondent, each sampled profile has a true vote choice in both the 2016 referendum and 2017 election, and it is possible to benchmark public perceptions against reality.2

This experimental design follows a trend toward the use of more complex survey designs, particularly involving multidimensional randomizations of complex treatments. The most widely applied such designs are conjoint experiments, which independently randomize a large numbers of attributes in order to enable estimation of average marginal component effects (AMCEs) (Hainmueller et al., 2014). Our design is not a conjoint experiment, because the attributes are not independently randomized, instead we randomly select full profiles of attributes from a population survey (the BES) using population weights. This means that the profile attributes we present to respondents are effectively sampled from the population joint distribution of those attributes.

There are two reasons that we do not use a conjoint design here, one of which is general and one of which is specific to our application. In general, one threat to the external validity of conjoint experiments comes from the potential for the independent randomization distribution to consequentially shape the results (De la Cuesta et al., 2019). Since the AMCEs average over the treatment distribution, an independent distribution may not be innocuous for the external validity of any findings. One manifestation of this problem is the fact that with independent

---

1BES respondent profiles were randomly sampled with the probability of sampling proportional to the BES 2017 with result weights (wt_vote). This ensured that the profiles presented to respondents of the experiment were nationally representative of British voters, based on self-reported turnout, [whynotvalidated] in the 2017 election. These weights are constructed using demographic weights targeted to the voting eligible population and weighting to Great Britain turnout and vote results. Not exactly the same people voted in the 2016 referendum and the 2017 election, so this means that the profiles were slightly unrepresentative with respect to 2016 referendum voters, however not to an extent that is consequential for our purposes.

2Gender and region did not present missing values (they are used for the sampling process). To deal with missing attributes of the voters’ profiles, due to non-response, two strategies were followed. For all attributes, apart from ethnicity and religion, missing values were randomly imputed using STATA to fill in missing values using a multivariate imputation through chained equations (MICE). In other words, we imputed multiple variables iteratively via a sequence of univariate imputation models, one for each imputation variable, with fully conditional specifications of prediction equations (mi impute chained command in STATA). This imputation strategy relies on assumptions to model the relationship between variables. Specifically, multiple linear regression was used for age, logistic regression for home status, subjective class, and subjective family class, and ordinal logistic for education and income. Gender, region, and vote (EU referendum vote for Brexit experiment and General Elections vote for the party experiment), where used as predictors. For ethnicity and religion, ”unknown” category was included in the experiment as a possible level of these attributes. Figure 1 in the online Appendix details missingness patterns before imputation. There are only 3.1 percent missing values for the Brexit experiment and 3.2 percent for the parties’ experiment and these are mainly concentrated in the income attribute, which is strongly predicted by other attributes, such as home status. We are therefore confident this imputation does not distort the profiles’ distribution in any consequential way.
randomization, implausible or impossible combinations of attributes may occur. The more specific reason that we adopt this design is that, unlike the many conjoint experiments which interrogate voter preferences, in our application there is a right answer. We know the votes of the individual respondents to the BES; we would not know the votes of hypothetical profiles generated by randomizing individual attributes.

The cost of randomizing the attributes at the full profile level, rather than the individual attribute level, is that differences in mean response, comparing all responses to profiles with different attribute levels, lose their causal interpretation (they are no longer unbiased estimators of the AMCEs). We can, nonetheless, form model-based rather than design-based estimates of the causal effects of respondents seeing particular attribute levels, through the use of regression. For the purposes of this experiment, it makes sense to sacrifice having simple experimental comparisons for all attributes in exchange for having a meaningful external benchmark. Crucially, because the full profiles are themselves randomly assigned to respondents, the design still allows us to assess the causal effects of different attributes appearing in the treatment profiles, subject to modeling assumptions about how the effects of different attributes aggregate.

Our experiment was fielded by YouGov in June 2019. The prompt for the Brexit experiment (Figure 1) first asked the respondents to carefully read a table with ten demographic attributes of the voter. It then asked the respondent to assign how likely it is this voter voted for either Leave or Remain in a slider (that automatically made sure the sum of the 2 percentages resulted in 100 percent). The slider allowed integer percentage responses from 0 to 100. The party experiment prompt followed a similar format with the addition of making explicit that the profile voter had cast his or her vote for either Labour or Conservative. Immediately above the slider, the prompt included a statement that aimed to explain to respondents how the scale works. Specifically, it explained that choosing any value other than 0 or 100 percent implies uncertainty. For the Brexit experiment, this read “If you indicate 100 percent for either Leave or Remain, you are saying that you are absolutely sure that a person with these characteristics would have voted for that option. A response of 50 percent indicates that a person with these characteristics would be equally likely to have voted Leave or Remain”.

The prompt was repeated three times per respondent with different profiles. The order in which the attributes were listed, and which ends of the slider corresponded to Leave, Remain, Conservative, or Labour, were randomized per respondent. In total, 1694 respondents were recruited for the Brexit experiment and 1688 respondents for the party experiment. We use sample weights provided by YouGov that make the data nationally representative for the British population on standard demographic and past vote variables.

4. Determinants of respondent guesses

Figure 2 shows the distributions of guessed probabilities for voting Leave versus Remain, or Conservative versus Labour. Despite our efforts in the survey prompt to make clear that 0 and 100 percent responses are excessively strong statements, as they imply no uncertainty whatsoever, they remain common responses to the prompt.

Because the experimental profiles were randomly sampled from the BES, we can benchmark general perceptions on average across all profiles. Do respondents accurately perceive the general tendency of voters in the UK to support Labour versus the Conservatives and Leave versus Remain? The average guess for the party experiment is 49.8 percent Conservative vote (95 percent interval 48.8–50.8), slightly lower than the true value of 51.4 percent of the two-party vote and the proportion of the BES profiles which corresponded to Conservative voters, which was 51.5 percent (95 percent interval 48.5–54.4). In the Brexit experiment, the overall average guess is 56.5 percent Leave vote (95 percent interval 55.4–57.5), which is slightly greater than both the true value of 51.9 percent and the proportion of the BES profiles which corresponded to Leave
voters, which was 50.3 percent (95 percent interval 47.6–53). Although these differences are statistically significant, they are not substantively large.

### 4.1 Differences in mean guesses by respondent vote and profile vote

As an initial check on whether respondents are able to distinguish at all between Leave and Remain or Conservative and Labour profiles, we can calculate the average response given the true votes of the profiles that respondents observed. We find that the average guessed probability of a Leave vote was 52.7 (51.5–54 percent) for BES profiles that actually voted for Remain, and 60.1 (58.8–61.3 percent) for those that actually voted for Leave. We find that the average guessed probability of a

---

The BES estimates for our Brexit experiment are slightly smaller than the referendum result because the sample is weighted to correspond to general election voters rather than those who voted in the referendum. Thus, on average, respondents perceived profiles as being more likely to correspond to Leave voters than they ought to have, and were very close to accurate for Remain voters.
Conservative vote was 46.6 (45.4–47.9 percent) for BES profiles that actually voted Labour, and 53 (51.8–54.2 percent) for those profiles that actually voted Conservative. Thus, we see clear evidence that responses were, on average, affected by information in the profiles in a way that made them more accurate than would have occurred if respondents were guessing without reference to the profile. They were more likely to guess higher probabilities of a Leave vote when the profile really was a Leave voter rather than a Remain voter; they were more likely to guess higher probabilities of a Conservative vote when the profile really was a Conservative voter rather than a Labour voter.

We can ask a similar question with respect to respondents’ own vote history. Since the treatment profiles are randomly assigned to respondents, any difference that we see as a function of respondents’ own vote history must be an indication of bias in how respondents perceive the votes of other citizens. We find that for both the party experiment and Brexit experiment there are small, but statistically significant differences predicted by respondents’ previous vote. In the party experiment we find that respondents that voted for Labour in the 2017 general election underestimated the probabilities of Conservative vote, with an average guess of 47.2 percent (95 percent interval 45.7–48.7) while respondents who voted for Conservative were, on average, unbiased in their guesses, with an average guess of 51.4 percent (95 percent interval 50–52.9). In the referendum experiment, all respondents tended to overestimate Leave vote. However, this bias was stronger among leave voters, with an average of 59.3 percent (95 percent interval 57.9–60.7) versus an average of 54.5 percent (95 percent interval 53.1–55.9) for those who voted remain. Although both experiments provide evidence of a tendency for respondents to make guesses about the profiles that tend slightly toward their own positions, the differences in average guess by respondents’ own votes are still smaller than the differences by the profile’s true vote.4

### 4.2 Differences in mean guesses by profile attribute

Because the profiles in our experiment are drawn from the real joint distribution of voters, we can analyze accuracy, subsetting by profile attribute values and comparing to the BES. The cross-tabulated BES distributions of vote by these attributes provide an appropriate benchmark for actual voting behavior among individuals with these attributes, averaging over the actual distributions of other attributes that tend to come along with the attribute we are focusing on. Thus, for example, we can compare the guessed proportion of Leave voters for profiles with a university degree in the experiment (“Guess”) to the proportion of Leave voters among (weighted) BES respondents (“BES”) with a university degree. We are additionally able to compare to the true result of the election/referendum (“Real”) when we subset by region.

Note that although it facilitates benchmarking, the non-independent randomization of profile attributes means that we cannot conclude from this analysis that it was a specific grouping variable that caused respondents to guess differently with respect to vote. It could be that it was other attributes, themselves associated with that attribute in the UK population, which led respondents to make different guesses.

In general, Figures 3 and 4 show that respondents’ guesses are responsive to differences between groups. Although on average guessed Leave vote is slightly too high, the differences between class groups, regions, income groups, home ownership status, gender, ethnicity, education, and age are all in the right direction and are close to the correct magnitude for many attributes. Respondents appear to be substantially under-responsive to differences by age, income, and ethnicity. In the party experiment, nearly all of the differences between groups are once again in the correct direction, with the sole exception of education. Respondents thought that profiles with university degrees were more likely to be Conservatives than those without, when in the BES the relationship goes the other way. Here, there is a substantial underestimation of age and regional differences, while the association with income is very close to correct.

---

4This may seem like a low standard, but respondents know their own vote and not the profile vote.
Fig. 3. Average guess of vote versus BES estimates and known results by profile attribute for Brexit experiment.
Fig. 4. Average guess of vote versus BES estimates and known results by profile attribute for party experiment.
4.3 Regression analysis of guesses by attributes

These one-attribute-at-a-time analyses tell us about the general tendency of respondents to hold accurate perceptions of profiles with different attributes. But because profile attributes are correlated in the UK population, and therefore also in our experimental treatment distribution, the one-at-time analysis does not tell us the extent to which respondents are changing their responses due to particular profile attributes. It could be that respondents only perceive the importance of some of these attributes, change their responses in response only to those attributes, but nonetheless appear responsive to other attributes which are correlated with the ones that they know about. Although our design’s non-independent randomization sacrifices experimental balance of profile attribute effects, the experimental design still rules out omitted variables and we can identify the causal effects of attributes subject to modeling assumptions (De la Cuesta et al., 2019), which are in our analysis the assumption of additivity of the attribute effects on a logit scale. The possibility of attribute confounding motivates moving to a multiple regression analysis of responses, to attempt to distinguish which of the profile attributes are influencing respondents.

The relevant benchmark for a regression model predicting respondent guesses as a function of profile attributes is the equivalent regression model predicting vote choice among BES profiles. In the analysis below, we use as modeling assumptions a (fractional) logistic regression for the guess (rescaled to the [0, 1] interval) and a logistic regression for the binary vote choice, so that the coefficients are directly comparable.5

The individual coefficients shown in Figures 5 and 6 can be interpreted in a causal way. In other words, they represent the expected change in the odds of guessing a probability, by an average respondent, brought upon by a change in the presented profile from the base category to the measured category, averaged over the distribution of the other attributes. For example, the coefficient for “male” represents the expected change in odds of a guessed probabilities, for the average respondent, of being presented a random male profile rather than a random female profile, holding all other attributes constant. Our findings follow largely similar patterns to the single attribute analysis from before. There are some exceptions: we see responses tracking regional differences in the single attribute analyses in Figures 3 and 4, but Figures 5 and 6 suggest that this is mostly because of demographic variation by region as opposed to direct effects of the region label. Overall, the magnitudes of the partial associations are either close to correct or underestimated, but only in the case of education in the party experiment is the association significantly in the wrong direction. Respondents are, on average, responsive to most of the attributes provided in the experiment, holding constant all of the others.

4.4 Comparison of predicted probabilities

If we use both of these models to construct predicted probabilities for the BES profiles, we see that the predicted probabilities are correlated with a substantial degree. For the Brexit experiment, the predicted probabilities constructed using the BES vote data and using the experimental guesses are correlated at 0.82. For the party experiment, the equivalent correlation is 0.54. The fact that the coefficients from the model fit to the guesses tend to be attenuated relative to the model fit on the BES vote choice data means that the predicted probabilities from the former are also attenuated with respect to the predicted probabilities from the latter (see Figure 7).

5. Determinants of respondent accuracy

Thus far, we have focused on whether respondents’ guesses vary in the right ways given variation in the profiles, on average. But average variation in the profiles is not the only variation of

5We obtain very similar results using a linear probability model for both the guesses and the BES vote data, however this model does lead to invalid predictions for the binary vote choice for some profiles.
Fig. 5. Regression coefficients for guess of vote versus BES estimates by profile attribute for Brexit experiment.
Fig. 6. Regression coefficients for guess of vote versus BES estimates by profile attribute for party experiment.
Is the good average performance the result of high-quality individual-level guesses, or simply a lot of idiosyncratic error that cancels out? Figure 8, by comparison to Figure 7, shows that there is a great deal of idiosyncratic error. Which respondents to our experiment are more or less able to provide accurate responses? There are many ways to answer these questions, but here we use two measures of the accuracy of guesses, one which assesses the quality of the percentages reported by respondents as probabilistic forecasts, and one which assess only the direction of the guess.

First, we use the Brier score, a tool from forecast evaluation, to assess respondents guesses as probabilistic predictions (Brier, 1950). If \( N \) is the total number of predictions, \( f_i \) is the probability reported by a respondent and \( o_i \) is the true vote of the profile shown to that respondent (which may take the values of 1 or 0):

\[
\text{Brier score} = \frac{1}{N} \sum_{i=1}^{N} (f_i - o_i)^2
\]

Smaller Brier scores imply better predictions. Here, the measure enables us to assess the accuracy of respondents’ guesses about the referendum and election vote by comparing their prediction to the actual votes associated with the voter profile that they observed. A convenient feature of the score is that it is simply an average of a quantity that we can calculate for each response. This means that in addition to calculating the score overall, we can fit regression models for \( Y_i = (f_i - o_i)^2 \) to model how the Brier score, which is to say predictive accuracy, varies as a function of respondent characteristics. Note that this depends on only the guess and the true value for each response to our survey experiment, so we can model this quantity as a function of profile characteristics, respondent characteristics, or both.

Second, we use “correct dichotomized guesses” to assess respondents’ guesses in a way that reduces sensitivity to their ability to use a probability scale effectively. Here, if the profile is actually a Leave voter, we count any guess from 51 percent Leave to 100 percent Leave as correct, a guess of 50 percent as half correct, and any guess from 0 to 49 percent Leave as incorrect. This approximates the assessment that we could have done if we had asked respondents simply for their best guess, rather than for a probability. Merely assessing whether the respondent’s guess
was in the correct direction makes sense if one is concerned that respondents understand that probabilities above 50 percent imply that an option is more likely than the alternative, but find it difficult to express the degree of confidence using a probability scale.

The overall Brier score for all responses (using survey weights) is 0.302 for the Brexit experiment and 0.291 for the party experiment. In both cases this is worse (higher) than the score of 0.25 that results from simply guessing 50 percent for every profile in both experiments. This is not surprising given that many respondents provide 0 and 100 percent responses, which are always overly confident probabilistic assessments given the limited predictive power of the profile attributes that respondents saw in the experiment. To generate a benchmark for what good guesses would look like in this task, we can compare the guessed results to the Brier score obtained by using the BES-predicted probabilities as \( f \). Any remaining difference can be attributed to either the respondents’ lack of knowledge or their difficulty at communicating it as a probability. These benchmark Brier scores are 0.088 and 0.102 for the Brexit and party experiments respectively. These values are far better (lower) than the respondents achieved as well as being substantially better than what would result from guessing 50 percent on all profiles, because the profile variables are moderately predictive of vote choices in both experiments.

We can assess the extent to which poor reporting of probabilities is the problem by analyzing the proportion of correct guesses when we dichotomize the guesses as described earlier. We find that, under this criterion, 56.3 percent (95 percent interval 54.6–58) of respondents in the Brexit experiment correctly guessed the vote of the respective profile. Similarly, 56.4 percent (95 percent interval 54.7–58.1) of respondents in the party experiment guessed correctly. If we similarly dichotomize the fitted probabilities from the benchmark model fit to the BES data, we find that 63.4 percent (95 percent interval 61.7–65.1) of profiles in the Brexit experiment and 59.7 percent (95 percent interval 58.1–61.4) in the party experiment could have been guessed correctly based on the dichotomized probabilities from the logistic regression fit on the BES data. By this standard, respondents perform reasonably, given the limits of what was possible using a basic demographic model with the data that they were presented with. The fact that the guesses look so much better when assessed dichotomously reinforces the point that the poor predictive performance by Brier score derives in large part from the fact that people struggle to think probabilistically or to report their beliefs in this way (e.g., Kahneman, 2011; Baron et al., 2014; Atanasov et al., 2017).

Fig. 8. Guessed percentages for each response in the experiment as a function of the predicted probability for the experimentally provided profile using the BES vote regression model.
5.1 Respondent-level predictors of accuracy

In Table 1 we report the results of a regression predicting Brier scores and correct dichotomous guess proportions, for both experiments. The strongest source of respondent-level heterogeneity across the two experiments is that respondents who pay more attention to politics tend to do a much better job at guessing the probabilities of someone voting in a given way. Going from the lowest (0) to the highest (10) level of attention is associated with an increase of 7.5 and 12.4 percentage points in the proportion of profiles with the correct dichotomized guess in the Brexit and party experiments, respectively and all else equal. The fact that we see this association in both Brier scores and correct dichotomized guess tells us that it is primarily an association with knowledge, rather than with the ability to accurately report probabilities.

Political attention is the only respondent attribute that is consistently and strongly predictive of Brier scores as well as correct dichotomized guesses across both experiments. Higher educational attainment is associated with better (lower) Brier scores on the Brexit experiment, but not the party experiment. In both experiments, the region where respondents make the worst guesses by Brier score, all else equal, is London. This difference is only marginally significant from other regions, and is not present in the party experiment when assessed by dichotomized guess, but it is plausible that people in London might have a poorer understanding of how people around the UK vote than do respondents elsewhere, simply because London is a bit of a political outlier among UK regions.

Finally, we also assessed whether accuracy was related to aggregate similarity between the respondent and the evaluated profile, summarizing the difference between the respondent and the treatment profile using the Mahalanobis distance (Mahalanobis, 1936). Table 1 in the online Appendix shows the result of this analysis. We find no evidence that respondents are more or less accurate in guessing the votes of profiles that are more or less similar to their own profile.6

The association between political attention and accuracy in guesses is not linear across the eleven categories of the 0–10 self-report, but is largely explained by the poor (high) scores of the lowest two groups in the political attention scale. As Figure 9 shows, despite the different sets of respondents in the two experiments, there is a distinctive non-monotonic pattern to the predictive performance of respondents across the difference levels of the attention measure, with those giving the “1” response on the 0–10 scale performing worst and those giving the “9” response performing best. The non-monotonicity likely reflects a non-monotonicity in how people respond to the self-assessment of political attention as a function of their real awareness of politics rather than non-monotonicity in the relationship between political attention and performance in this experiment. Although it is clear that the 0s and 1s perform substantially worse than individuals expressing greater attention to politics, there is no clear trend above the two lowest levels: there is little difference between those who report a political attention of 2 and those who report a 10.

We note here the echo of Converse’s conclusion that both the middle and higher strata of political sophistication can recognize the group alignment of political divides. In contrast, the lowest strata of political sophistication pays “too little attention to either the parties or the current candidates to be able to say anything about them” (Converse, 1964, 16). Specifically, Converse claimed, the lack of linking information between the parties or policies and social groups’ interests explain this lack of connection, which is consistent with our findings here.

6. Discussion and conclusion

Our analysis examines both individual-level and aggregate-level accuracy, because both are important features of public understanding of how different social groups vote. It is important

---

6The Mahalanobis distance was measured using six attributes with available information on respondents. These attributes were: gender, region of residence, ethnicity, income, age, and education level.
Table 1. Coefficient estimates for a regression model for brier score and correct dichotomized guess by respondent characteristics

<table>
<thead>
<tr>
<th></th>
<th>Brier score</th>
<th>Correct dichotomized guess</th>
</tr>
</thead>
<tbody>
<tr>
<td>Intercept</td>
<td>0.414***</td>
<td>0.342***</td>
</tr>
<tr>
<td></td>
<td>(0.045)</td>
<td>(0.048)</td>
</tr>
<tr>
<td>Political attention</td>
<td>-0.008***</td>
<td>-0.009***</td>
</tr>
<tr>
<td></td>
<td>(0.002)</td>
<td>(0.002)</td>
</tr>
<tr>
<td>Party vote: Labour</td>
<td>-0.003</td>
<td>-0.001</td>
</tr>
<tr>
<td></td>
<td>(0.013)</td>
<td>(0.013)</td>
</tr>
<tr>
<td>Party vote: Liberal Democrat</td>
<td>-0.033</td>
<td>0.026</td>
</tr>
<tr>
<td></td>
<td>(0.022)</td>
<td>(0.021)</td>
</tr>
<tr>
<td>Party vote: SNP</td>
<td>-0.030</td>
<td>-0.025</td>
</tr>
<tr>
<td></td>
<td>(0.038)</td>
<td>(0.036)</td>
</tr>
<tr>
<td>Party vote: Plaid Cymru</td>
<td>-0.109</td>
<td>0.026</td>
</tr>
<tr>
<td></td>
<td>(0.107)</td>
<td>(0.068)</td>
</tr>
<tr>
<td>Party vote: UKIP</td>
<td>0.086**</td>
<td>0.055</td>
</tr>
<tr>
<td></td>
<td>(0.039)</td>
<td>(0.040)</td>
</tr>
<tr>
<td>Party vote: Green</td>
<td>-0.016</td>
<td>-0.029</td>
</tr>
<tr>
<td></td>
<td>(0.042)</td>
<td>(0.037)</td>
</tr>
<tr>
<td>Party vote: Other</td>
<td>0.074</td>
<td>0.006</td>
</tr>
<tr>
<td></td>
<td>(0.071)</td>
<td>(0.062)</td>
</tr>
<tr>
<td>Party vote: Don’t Know</td>
<td>-0.009</td>
<td>-0.017</td>
</tr>
<tr>
<td></td>
<td>(0.037)</td>
<td>(0.035)</td>
</tr>
<tr>
<td>EU Ref. vote: Leave</td>
<td>0.013</td>
<td>0.023*</td>
</tr>
<tr>
<td></td>
<td>(0.013)</td>
<td>(0.012)</td>
</tr>
<tr>
<td>EU Ref. vote: Did not vote</td>
<td>0.029</td>
<td>0.027</td>
</tr>
<tr>
<td></td>
<td>(0.028)</td>
<td>(0.024)</td>
</tr>
<tr>
<td>Age</td>
<td>-0.000</td>
<td>-0.000</td>
</tr>
<tr>
<td></td>
<td>(0.000)</td>
<td>(0.000)</td>
</tr>
<tr>
<td>Education level: 1</td>
<td>-0.118***</td>
<td>-0.051</td>
</tr>
<tr>
<td></td>
<td>(0.034)</td>
<td>(0.038)</td>
</tr>
<tr>
<td>Education level: 2</td>
<td>-0.040</td>
<td>-0.005</td>
</tr>
<tr>
<td></td>
<td>(0.025)</td>
<td>(0.027)</td>
</tr>
<tr>
<td>Education level: 3</td>
<td>-0.109***</td>
<td>-0.019</td>
</tr>
<tr>
<td></td>
<td>(0.026)</td>
<td>(0.028)</td>
</tr>
<tr>
<td>Education level: 4</td>
<td>-0.111***</td>
<td>0.017</td>
</tr>
<tr>
<td></td>
<td>(0.030)</td>
<td>(0.030)</td>
</tr>
<tr>
<td>Education level: 5 and above</td>
<td>-0.089***</td>
<td>-0.003</td>
</tr>
<tr>
<td></td>
<td>(0.025)</td>
<td>(0.027)</td>
</tr>
<tr>
<td>Education level: Other</td>
<td>-0.094***</td>
<td>-0.004</td>
</tr>
<tr>
<td></td>
<td>(0.026)</td>
<td>(0.028)</td>
</tr>
<tr>
<td>Female</td>
<td>0.002</td>
<td>-0.013</td>
</tr>
<tr>
<td></td>
<td>(0.011)</td>
<td>(0.010)</td>
</tr>
<tr>
<td>Region: North West</td>
<td>0.046</td>
<td>0.028</td>
</tr>
<tr>
<td></td>
<td>(0.031)</td>
<td>(0.031)</td>
</tr>
<tr>
<td>Region: Yorkshire and the Humber</td>
<td>0.020</td>
<td>0.023</td>
</tr>
<tr>
<td></td>
<td>(0.032)</td>
<td>(0.032)</td>
</tr>
<tr>
<td>Region: East Midlands</td>
<td>-0.008</td>
<td>0.025</td>
</tr>
<tr>
<td></td>
<td>(0.033)</td>
<td>(0.033)</td>
</tr>
<tr>
<td>Region: West Midlands</td>
<td>0.042</td>
<td>0.005</td>
</tr>
<tr>
<td></td>
<td>(0.032)</td>
<td>(0.033)</td>
</tr>
<tr>
<td>Region: East of England</td>
<td>0.004</td>
<td>0.033</td>
</tr>
<tr>
<td></td>
<td>(0.031)</td>
<td>(0.032)</td>
</tr>
<tr>
<td>Region: London</td>
<td>0.058*</td>
<td>0.056*</td>
</tr>
<tr>
<td></td>
<td>(0.031)</td>
<td>(0.031)</td>
</tr>
<tr>
<td>Region: South East</td>
<td>0.039</td>
<td>0.013</td>
</tr>
<tr>
<td></td>
<td>(0.030)</td>
<td>(0.031)</td>
</tr>
<tr>
<td>Region: South West</td>
<td>0.031</td>
<td>0.015</td>
</tr>
<tr>
<td></td>
<td>(0.032)</td>
<td>(0.032)</td>
</tr>
<tr>
<td>Region: Wales</td>
<td>0.009</td>
<td>0.004</td>
</tr>
<tr>
<td></td>
<td>(0.037)</td>
<td>(0.037)</td>
</tr>
<tr>
<td>Region: Scotland</td>
<td>0.021</td>
<td>0.042</td>
</tr>
<tr>
<td></td>
<td>(0.035)</td>
<td>(0.034)</td>
</tr>
</tbody>
</table>

(Continued)
to know if there are systematic biases that show up in the aggregate, but also whether individuals tend to have much usable information about these questions. If individual citizens have wildly divergent beliefs about the likely voter behavior of their fellow citizens, that is important to know even if these divergent beliefs average out to something close to reality. There is a long “wisdom of crowds” tradition of observing that while individuals may be inaccurate, they may nonetheless be accurate on average (Wallsten and Diederich, 2001; Surowiecki, 2005). This is often explained as resulting from individuals each having only a few pieces of relevant information, for example their social networks (e.g., Leiter et al., 2018), with the process of averaging canceling out the resulting idiosyncratic errors. This pattern of individual level imprecision combined with aggregate-level accuracy is clearly evident in our data, not only because different individuals may know about the political associations of different attributes, but also because of errors in probability reporting. Individual citizens are poor at guessing how other specific citizens vote but the average guesses broadly reflect how major political cleavages relate to a variety of demographic characteristics.

Table 1. (Continued.)

<table>
<thead>
<tr>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>( R^2 )</td>
<td>0.025</td>
<td>0.013</td>
<td>0.017</td>
<td>0.011</td>
</tr>
<tr>
<td>Adj. ( R^2 )</td>
<td>0.016</td>
<td>0.005</td>
<td>0.008</td>
<td>0.002</td>
</tr>
<tr>
<td>Num. obs.</td>
<td>3308</td>
<td>3394</td>
<td>3308</td>
<td>3394</td>
</tr>
</tbody>
</table>

Note: ***p < 0.01; **p < 0.05; *p < 0.1.

Fig. 9. Brier score by respondent self-reported attention to politics.

The novelty of the Brexit divide means that respondents must have paid recent attention to these political cleavages, a finding further confirmed by the role of political attention in predicting accuracy, both for the older cleavage of party and the newer cleavage of Brexit. However, at the same time that we see evidence of very recent information intake in the Brexit experiment, there are some attributes which suggest that party stereotypes are “sticky” (Green et al., 2004; Lupu, 2013). In the party experiment education and age are strongly predictive of the actual distribution of voters, while class and economic attributes are less so. Respondents underestimate the age
relationship, which makes sense in that it is newly strong; the education association with voting used to be that holding a degree-predicted voting Tory (Ball, 2013; Heath, 1991), but that is no longer true. With respect to the “old” cleavage of party, some of respondents’ errors may be because they have not updated in response to political realignments.

We find some egotistic bias, where respondents overestimate the probabilities that others have voted as they did. However, we do not find that \( p(\text{vote} \mid X) \) accuracy is worse when respondents are asked about profiles that are more dissimilar to them, the egotistic bias applies across similar and dissimilar profiles. Thus it seems that performance in this task is less dependent on respondent’s immediate social environment and more on general political knowledge. It remains to be studied if guesses on \( p(X) \) might be more dependent on immediate social environment. This contrasts with Carlson and Hill (in press) findings that respondents guesses become more accurate (less biased) for profiles that are more similar to the respondents’ own profile. They explain this association as a manifestation of different-trait bias, as individuals are likely to assume that out-group members are more homogeneous than in-group members. This could be a relationship that is present for the political attitudes included in Carlson and Hill’s experiment but not for demographic characteristics.

The different political contexts of the USA and UK make comparisons to many of the studies we cite difficult. Although our results are broadly consistent with the US study which asks the most similar questions (Carlson and Hill, in press), we cannot rule out the possibility that US and UK citizens simply respond very differently to these kinds of survey prompts. Although both countries have relatively strong two party systems, there is no shortage of political differences that could be relevant to how citizens perceive one another. We do not know whether UK studies asking questions similar to those of Ahler and Sood (2018) would find similar results to those that they find.

Regardless, our findings present an interesting puzzle in light of recent work by Ahler and Sood (2018) and Claassen et al. (2019). Those papers indicate that when asked compositional questions, about the demographic distributions of party supporters, respondents tend to stereotype or caricature, overstating the demographic distinctiveness of parties. The accuracy of perceptions is lower for citizens with greater interest in politics (Ahler and Sood, 2018, 969). Our paper asks a behavioral question about the voting of individuals with a given set of characteristics, \( p(\text{vote} \mid X) \) rather than \( p(X \mid \text{vote}) \), and finds no tendency of respondents to overstate the relevance of any particular attributes to guessing the vote choice of an individual. The accuracy of guesses is higher for those paying more attention to politics. Aside from the differing political context, one possible reconciliation of these results is that respondents’ inability to report percentages/proportions accurately simply manifests itself in different ways in the different experimental designs. Another possible reconciliation is that people are just inconsistent, giving answers to one kind of question that are mathematically inconsistent with the answers they would give to the other kind of question, for example, because of the representativeness heuristic that Ahler and Sood (2020) propose.

Another way of phrasing these key outstanding puzzles, which goes to the heart of the concerns raised by Ahler and Sood (2018), is to ask whether citizens really believe their overconfident guesses. Is the problem with reporting or with their beliefs? Ahler and Sood (2018) are unable to substantially improve the accuracy of party compositions by providing incentives to reduce expressive misreporting or by providing population base rates, which they take to suggest that citizens’ beliefs are meaningfully erroneous (pp. 969–71). Ahler and Sood (2018) further demonstrate through a series of experiments (pp. 976–8) that the effect of correcting misperceptions about party composition is small, but non-zero, for perceptions about the extremity of opposing partisans.

For our experiment, the corresponding question is whether, for example, when someone reports 100 percent probability of a particular profile voting Leave, that level of certainty really guides how they would interact with and think about someone with those characteristics. Are
citizens going through the world making extremely strong snap judgments about the political alignments of those around them, at least when given occasion to think about the politics of those people at all? Our finding that there is no one dominant pattern of such snap judgments in the aggregate does not mean that individuals are not doing this. Indeed, the implication of their numerical responses taken literally is that they are. The extent to which this is a reporting problem, as opposed to a belief problem, is less amenable to the kinds of tests used by Ahler and Sood, since the objects of evaluation in our experiments are unknown individuals rather than parties about which respondents already have other views that might be influenced by a corrective treatment.

The most compelling way forward would be to ask a much richer set of questions to individual respondents, including questions about \( p(\text{vote} \mid X) \) and \( p(X \mid \text{vote}) \) as well as the base rates \( p(\text{vote}) \) and \( p(X) \), in order to better establish which responses are consistent with one another and with reality, and which are not. Although past studies have now analyzed all of these quantities, they have done so in different contexts and individually rather than all in the same survey. A study of this type would be a useful next step in clarifying the complicated pattern of findings across this study and those that have been published previously.

Supplementary material. The supplementary material for this article can be found at https://doi.org/10.1017/psrm.2021.53.

Acknowledgments. The authors would like to thank Chris Hanretty, Tom O’Grady, and workshop participants at Durham University, as well as the editor and reviewers of this journal, for their feedback on earlier versions of this paper.

References


