A Local Community Course That Raises Wellbeing and Pro-Sociality:

Evidence From a Randomised Controlled Trial

Christian Krekel\textsuperscript{1}, Jan-Emmanuel De Neve\textsuperscript{2}, Daisy Fancourt\textsuperscript{3}, and Richard Layard\textsuperscript{1}

\textsuperscript{1} London School of Economics

\textsuperscript{2} University of Oxford

\textsuperscript{3} University College London
Abstract

Despite a wealth of research on its correlates, relatively little is known about how to effectively raise wellbeing in local communities by means of intervention. Can we teach people to live happier lives, cost-effectively and at scale? We conducted a randomised controlled trial of a scalable social-psychological intervention rooted in self-determination theory and aimed at raising the wellbeing and pro-sociality of the general adult population. The manualised course ("Exploring What Matters") is run by non-expert volunteers (laypeople) in their local communities and to date has been conducted in more than 26 countries around the world. We found that it has strong, positive causal effects on participants' subjective wellbeing and pro-sociality (compassion and social trust) while lowering measures of mental ill health. The impacts of the course are sustained for at least two months post-treatment. We compare treatment to other wellbeing interventions and discuss limitations and implications for intervention design, as well as implications for the use of wellbeing as an outcome for public policy more generally.
Introduction

For decades, enormous academic effort has been put into exploring the causes and consequences of wellbeing (Diener et al., 1999; Layard et al., 2014). Health (especially mental health), being partnered, and social relationships account for more than three quarters of the explained variance in adult people's life satisfaction (Clark et al., 2018). At the same time, there is growing evidence showing that wellbeing is a significant predictor of important life and economic outcomes, including health and longevity (Danner et al., 2001; Steptoe and Wardle, 2011; Graham and Pinto, 2019), productivity and income (De Neve and Oswald, 2012; Oswald et al., 2015; Bellet et al., 2020), voting (Liberini et al., 2017), and even compliance with lockdown measures during Covid-19 (Krekel et al., 2020).

Yet, we know little about how to effectively improve the wellbeing of the general adult population. Can we teach people to live happier lives? Can we do this by means of intervention, cost-effectively and at scale? Are impacts sustained over time? Answering these questions has profound implications: if wellbeing is not fixed and can be taught, it can be used as a meaningful indicator to measure societal progress, and help direct public policy attention towards areas that are malleable and where there is room for improvement.

The answers to these questions, however, are not *ex-ante* clear. A prominent view argues that there exists a set point of wellbeing around which individuals fluctuate (Brickman and Campbell, 1971). According to this view, individuals largely adapt to various changes in life circumstances, driven by withdrawal of attention to these changes, so that their wellbeing remains largely unchanged over time (Frederick and Loewenstein, 1999; Kahneman, 2000). Hedonic adaptation has been used to explain phenomena such as why life satisfaction has been stagnant in many developed countries over the past decades while economic living standards have increased substantially (Easterlin, 1974, 2010). There is now an established body of evidence on hedonic adaptation to various positive or negative changes in life circumstances, including changes in marital status (Lucas, 2005; Lucas and Clark, 2006; Oswald and
Gardner, 2006; Stutzer and Frey, 2006), disability (Menzel et al., 2002; Oswald and Powdthavee, 2008), or income (Di Tella et al., 2010; Kuhn et al., 2011). According to this view then, wellbeing is less malleable and significant increases in average population wellbeing may be limited in societies with already high economic living standards.

Another point of view, in line with expectancy-value theory in psychology (Battle, 1965), suggests that familiarising people with evidence on what could make them happier may lead to an update in their beliefs, which, in turn, may lead to a change in their behaviour. Expectancies refer to the subjective probabilities of becoming happier which are attached to certain behaviours, whereas values refer to the magnitudes of happiness changes resulting from these behaviours. To the extent that this change in their behaviour may improve people's wellbeing and thereby reinforce their beliefs, people may uphold that behaviour, leading to permanent (as opposed to temporary) wellbeing change. This mechanism may be especially effective when it comes to behaviours in life domains which are important for wellbeing and, at the same time, are less prone to hedonic adaptation, such as time spent on social relationships (Powdthavee, 2008), experiences (Carter and Gilovich, 2010), or pro-social action (Dunn et al., 2008; Aknin et al., 2013; Drouvelis and Grosskopf, 2016). According to this interventionist view, wellbeing is malleable and significant increases in average population wellbeing may be possible, even in economically affluent societies.

Interventions that aim to improve wellbeing directly have typically been narrow in focus, looking at specific, often clinical target groups or at-risk populations (as opposed to healthy adults in the general population), often including people suffering from depression and anxiety (see Taylor et al. (2017), for example) or bodily pain (see Hausman et al. (2014), for example). A notable exception is Heintzelman et al. (2019): the authors evaluated the impact of ENHANCE, a 12-week wellbeing course targeted at the general adult population in

1 See Sin and Lyubomirsky (2009) and Bolier et al. (2013) for meta-analyses.
their local communities which has been trialled in hybrid (i.e. ten sessions online and two sessions offline) and face-to-face (i.e. twelve sessions offline) delivery. When delivered face-to-face, it is led by graduate-level trained clinicians. Similar to the intervention presented in this paper, it focuses primarily on positive habits, skills, and attitudes. During the course, a new skill is introduced every week, participants practice that skill, and then write about their experiences. The authors found that it had strong, positive causal effects on participants’ wellbeing up to six months after the main intervention has ended and up to three months after an extended following-up period.

We studied the impact of a similar course – "Exploring What Matters" – which is a local community intervention aimed at raising the wellbeing and pro-sociality of the general adult population. Besides contents, it differs from existing interventions in at least two critical aspects: first, the course is manualised and led by non-expert volunteers (laypeople) rather than trained clinicians, making it highly cost-effective. Second, due to its cost-effectiveness, it is highly scalable and can be delivered face-to-face in the local communities of course leaders and participants. Cost-effectiveness and scalability have important implications for the feasibility of social prescribing in health economics, i.e. the referral by GPs to non-medical community interventions to address the wider determinants of health and to help patients improve health-related behaviours (see NHS Long Term Plan (2019), for example). As of August 2020, 431 courses have been completed, with a total of 5,621 participants, yielding an average course size of 15 (13 course participants plus two volunteers leading the course). Most courses have been conducted in the UK (343), with a further 88 courses run in 25 countries. "Exploring What Matters" is run by Action for Happiness, a registered charity in England, which was launched in 2011. Its patron is the Dalai Lama, who helped to launch the course in London in 2015.

Using a randomised controlled trial, we studied the impacts of six of these courses which took place in London between August 2016 and December 2017: two during autumn
2016, two during spring 2017, and two during autumn 2017. In what follows, we first describe the intervention, derive hypotheses on wellbeing change, and illustrate the study design, before turning to our findings on self-reported outcomes and biomarkers. We then present the results of a replication exercise using before-after data from the universe of courses conducted to date. Finally, we calculate the cost-effectiveness of the course in raising wellbeing, compare it to other interventions in the literature, and discuss shortcomings, implications, and avenues for future research in the field, as well as implications for the use of wellbeing as an outcome for public policy more generally.

The Intervention

The "Exploring What Matters" course brings together participants in face-to-face groups to discuss what matters for a happy, meaningful, and virtuous life. Participants span a wide range of ages and socio-economic backgrounds but can be broadly classified, as per their self-reports, into two categories: people who are unhappy and looking for ways to improve their lives; and people who are interested in wellbeing more generally and want to learn more, or want to share these ideas with others.

The intervention is manualised: each course is led by two volunteers as facilitators on an unpaid basis. Recruitment of course leaders follows a documented, standardised process: each candidate completes a Leader Registration process sharing their motivation and experience and is given instructions on what is required. Once potential course leaders have a co-leader, venue, and dates in mind, they complete a Course Application process. Action for Happiness reviews this application and, if certain criteria are met, arranges a call to discuss

\[ \text{\textsuperscript{2}} \text{Although the intervention is manualised, some degree of adaptation is possible. For example, course leaders may choose the most appropriate venue or allow for more group discussion time. However, they are encouraged to stick closely to the course guide.} \]
next steps.³ Once a course is approved, course leaders receive guidance and structured re-
sources to facilitate course delivery. Supplementary Materials II includes a link to the com-
plete documentation of the recruitment process of course leaders.

Participants sign up online, and when doing so, are asked to make a donation; dona-
tions aim to cover the implementation costs of the course (implementation costs are about £90
or $113 per participant, including variable costs for course materials as well as allocated fixed
costs).⁴ Donations are voluntary and participants can take part without donating. The function
of donations is to make the course scalable and accessible to people regardless of their finan-
cial situation. Besides that, they aim at raising course attendance, by exploiting the notion of
sunk costs.⁵ The course consists of eight consecutive weekly sessions lasting between two and
2.5 hours each. Each of these sessions builds on a thematic question, for example, what mat-
ters in life, how to find meaning at work, or how to build happier communities. Each of these
questions is discussed against the background of scientific evidence on subjective wellbeing,
mental health, and pro-sociality as well as motivation and group learning.

Courses are advertised both online and offline in local communities, and potential par-
ticipants must register online. Online advertising is done via emails to people who have previ-
ously registered with Action for Happiness and live nearby and to new people via targeted lo-
cal Facebook advertising. Offline advertising is done via local course leaders using word-of-
mouth and, to a lesser extent, local promotion (for example, through notice boards or local
press).

³ Course leaders have a similar demographic profile as course participants, with a slightly higher aver-
age age. 58% are female. 58% are between 31 and 50 years old, 25% between 18 and 30, and 17% between 51
and 70. They tend to have higher than average levels of life satisfaction and social trust (both about 7.9 on zero-
to-ten scales).
⁴ Converted using an exchange rate of 1:1.25 as of July 16, 2020.
⁵ Unfortunately, we did not have data on the donation amount per participant, and hence could not study
heterogeneity of course outcomes depending on donations.
**Hypotheses.** Course design and delivery are rooted in psychological self-determination theory (Deci and Ryan, 1985), which states that autonomy, relatedness, and competence are fundamental human needs that enable people to achieve wellbeing. The course aims at building *i* autonomy by enabling participants to discover for themselves what matters for their lives, using a weekly mindfulness exercise, gratitude exercise, and personal reflection, supported by a "Did You Know?" section that introduces scientific evidence on that week's theme; *ii* relatedness by facilitating interpersonal connections and social trust, within the gathering of people in their local communities; and *iii* competence by enabling participants to experience for themselves how behavioural changes to daily routines can make differences to their and other people's wellbeing, using goal-setting and social commitment tools to help translate motivation into action. Supplementary Materials II includes links to the complete course materials of both course participants and course leaders.

There is an established evidence base linking psychological self-determination theory to wellbeing (Ryan and Deci, 2000), across life domains and different cultural contexts (Milyavskaya and Koester, 2011; Church et al., 2012), including its constituent elements (Brown et al., 2003; Chirkov et al., 2003; La Guardia et al., 2000). Likewise, there is evidence from systematic reviews and meta-analyses linking certain elements of the course curriculum, in particular mindfulness, meditation, and related self-regulation strategies, to positive outcomes in non-clinical populations, including wellbeing, depression, and anxiety, with medium to strong effect sizes (see Sedlmeier et al. (2012), Gu et al. (2015), or Querstret et al. (2020), for example).

We therefore hypothesise that, first, the course has positive impacts on wellbeing. Second, we hypothesise that – to the extent that it fosters interpersonal connections between strangers and encourages pro-social action-taking – the course has positive impacts on pro-social attitudes. Third, we hypothesise that – to the extent that it changes beliefs about
behaviours in life domains that are important for wellbeing and that are less prone to hedonic adaptation – the course may have sustained impacts.

**Methods**

We conducted a randomised controlled trial which focused on six courses that took place in London between August 2016 and December 2017, including a total of 146 participants. These were informed about the study, both during online registration and on site, and written consent was taken.6 Following power calculations based on the historical number of course participants (about 13 per course), this sample size was determined before any data collection and analysis.7

Course participants were self-selected. To study the extent to which they differed from the general adult population, we compared our estimation sample, pre-treatment, with a sample from the nationally representative UK Household Longitudinal Survey ("Understanding Society"), restricted to London and to the same age span as our participants. We found that there were little, quantitatively relevant differences in the age distribution between course participants and the general population. Participants were, however, significantly more likely to be female in our sample (83% vs. 45%). Moreover, they were significantly less likely to be married (20% vs. 53%) and more likely to be in a domestic partnership (25% vs. less than one percent). This difference, however, is likely to be an artefact arising from survey design: Understanding Society does not ask about a "domestic" (as our survey did) but about a "civil" partnership. When it comes to income, we found again little, quantitatively relevant differences, except for the highest income category: our sample included significantly less

6 This study passed the Internal Review Board of the Research Ethics Division at the London School of Economics (Reference: 00507).

7 A power of 0.8, alpha of 0.05 two-tailed, and an assumed effect size of 0.5 yielded at least N=128 individuals, with 64 per experimental group.
individuals earning £75,000 ($94,000) or more and was somewhat more skewed towards lower incomes. Finally, participants reported, on average, a lower level of life satisfaction (by about 47% of a standard deviation), pre-treatment, than the general population.8

**Randomised Controlled Trial.** To account for self-selection of participants into the course, we employed a waitlist randomisation protocol: after registering for the course online, participants (who reported that they were able to attend the course on either one of two sets of pre-specified upcoming dates, two months apart) were randomly allocated to one of the two sets, unaware of how these related to treatment and control group. Participants in the earlier set of dates were in the treatment group, those in the later set in the waitlisted control group. They were then invited to arrive on the same date to have their first data collected. The event started with a brief introductory session which explained to participants that they were required to fill in surveys and provide saliva samples. This was when participants read the project information sheet and signed written consent forms. After written consent had been obtained, the data were collected. After data collection had finished, the brief introductory session was over and participants in the treatment group started their course immediately. Participants in the control group would start their course eight weeks later, after the treatment group would have finished, and left the premises. Treatment and control group were kept separate: neither group knew anything about the other, and the two groups did not meet on that day.

Note that the choice of the appropriate control group is not trivial: as there exists no natural, credible counterfactual that could lend itself as a business-as-usual scenario in our intervention context, choosing a waitlisted control group comprised of those who initially selected into the intervention seems most appropriate for adhering as closely as possible to evidence-based practice. Note that our control group does not include a placebo: arguably, a placebo could help to better isolate and identify the active ingredients of the intervention. At the

---

8 See Supplementary Materials Table 1a for this analysis.
same time, however, it raises the question of what precisely the (neutral) placebo can be, whether one control group with one placebo is actually enough, and whether or not elements like socialising are active parts of the intervention package and should thus be accounted for as such. We will return to the issue of choosing the appropriate control group in more detail later on in the discussion section.

**Data Collection.** Data were collected at three points in time: at \( t=0 \), right before the course started; at \( t=1 \), right before it ended, which was eight weeks after \( t=0 \); and at \( t=2 \), eight weeks after \( t=1 \). At each point in time, data were collected at the same hour of day (circa 6pm in the evening). Figure 1 illustrates our randomised controlled trial and data collection process.

**Figure 1**

*Randomised Controlled Trial and Data Collection*

![Randomised Controlled Trial and Data Collection](image)

*Sources:* Own illustration.
Our estimation sample (exploiting data points at t=0 and t=1) consisted of 146 respondents (279 observations), of which 73 were in the treatment (136 observations) and 73 (143 observations) were in the control group. As can be seen, in our estimation sample, we have an attrition rate of about 5%. We will test the sensitivity of our results regarding attrition later in our robustness section. To look at treatment effect persistence, we exploited data points at t=2 in an extended sample. As all respondents had been treated at t=2, results are exploratory.

Importantly, data at t=0 and t=1 were collected right before the start of the first and the last session, respectively, at the back of the meeting room. Collecting data before the start of the respective session reduced measurement error which may have resulted from participants' euphoria of having started or finished the course being mixed up with actual outcomes. Note that, during data collection at t=0 and t=1, the atmosphere was deliberately kept neutral, and participants were asked to complete surveys and give biomarker samples before they had a chance to meet other participants in the main room. To be consistent, the same protocol regarding neutrality of atmosphere that applied to data collection at t=0 and t=1 also applied to data collection at t=2. Attending data collection at t=2 had been communicated as mandatory beforehand. To avoid creating emotional arousal about attending this additional session, participants did not know what content and format it involved. Finally, neither course participants nor volunteers leading the course knew whether they were in the treatment or control group during data collection at t=0. Participants' group allocation was announced only after data collection at t=0 had finished.

**Outcomes.** We collected data on two categories of outcomes: self-reported outcomes came from survey data, which included items on subjective wellbeing, mental health, and prosociality. Biomarkers were collected through saliva samples, which included cortisol – a

---

9 That is, $$((279/(146*2))-1)^*(-1)=-0.05.$$
steroid hormone responsive to stress – and a range of cytokines – immune proteins involved in inflammatory response. Activation of the inflammatory response system has been shown to be bidirectionally associated with mental ill health and depressive symptoms (Dowlati et al., 2010; Miller and Raison, 2016). Supplementary Materials III contain the project information sheet, written consent form, and the survey instruments used in the study, including surveys at t=0, t=1, and t=2.

Items on subjective wellbeing covered evaluative (life satisfaction), experiential (happiness and anxiousness), and eudemonic (worthwhileness) dimensions. They were measured on eleven-point single-item Likert scales whereby zero denoted the lowest possible level and ten the highest. Items on mental health covered frequently used screening measures to detect depression (the three-point nine-item Patient-Health Questionnaire, PHQ-9) and anxiety (the three-point seven-item Generalised-Anxiety-Disorder Questionnaire, GAD-7). PHQ-9 scores from zero to four imply minimal, from five to nine mild, from ten to fourteen medium, and from fifteen to 27 strong depression symptomatology. GAD-7 scores have a similar interpretation but are cut off at 21. Respondents in our sample could thus be characterised as, on average, mildly depressed (M=6.4, SD=4.5) and anxious (M=6.1, SD=4.6). Distributions were, however, highly skewed: in case of depression, for example, we found that 24 out of 133 respondents for whom we had data at t=1 (about 18%) showed medium or strong depressive symptomatology. When these were omitted, the remaining respondents could be characterised as only minimally depressed (M=4.4, SD=2.7), not much different from PHQ-9 scores typically found at the general adult population level, which range from M=3.0, SD=4.3 for 30 to 39 year olds to M=3.7, SD=5.1 for 50 to 59 year olds in the US, for example (Tomitaka et al., 2018). Items on pro-sociality included the Santa Clara Brief Compassion Scale – a composite score running from five to 35 which measures pro-sociality by asking respondents about their readiness to help others – and eleven-point single-item Likert scales on social trust and
gratitude. We standardised self-reported outcomes to have mean zero and standard deviation one, using the course-set-specific control group mean and standard deviation.

Biomarkers included, besides cortisol, pro-inflammatory cytokines IL-1β and IL-6, anti-inflammatory cytokine IL-10, interferon IFN-γ, and chemokine IL-8. These markers have been shown to be responsive to both short-term and long-term psychosocial interventions (Fancourt et al., 2016). They were collected by means of a saliva sample right after the surveys with self-reported outcomes had been completed. We applied passive drool method of sample collection using low protein-bind collection cryovials. Samples were analysed – three times independently at the Institute for Interdisciplinary Salivary Bioscience Research at the University of California at Irvine – using multiplex immunoassays. Cortisol was measured in µg/dL, cytokines in pg/mL. We took means across the three analyses run for each biomarker, removed outliers, and log-transformed and standardised the data.

Controls. We collected survey data on socio-demographic characteristics of respondents, including age, gender, marital status, education, employment, income, religion, religious practice, preference for meeting new people and making new friends, health (including pregnancy), and health-related behaviours (including smoking and medication usage), to control for potential differences between treatment and control group over time. All controls were measured pre-treatment. Table 1b in the Supplementary Materials shows variable definitions and descriptive statistics, Table 1c balancing properties between treatment and control group: there was little evidence for significant mean differences in outcomes and controls between groups prior to course start. Similarly, Table 4 in the Supplementary Materials shows that there was little evidence for significant differences for the control group between t=0 and t=1, pointing towards the absence of time trends or waitlist effects. There were no known confounding events during the study period.

Descriptive Evidence. Before turning to our empirical estimation, we first look at selected descriptive evidence on subjective wellbeing, mental health, and pro-sociality. Figure 2
plots the raw means of four of our self-reported outcomes – life satisfaction, mental health (PHQ-9 for depression and GAD-7 for anxiety), and social trust – during the observation period.¹⁰

Figure 2

*Average Scores of Groups at Different Points in Time*

![Graphs showing average scores for Life Satisfaction, PHQ-9 (Depression), GAD-7 (Anxiety), and Social Trust for treatment and control groups at t=0, t=1, and t=2.]

**Notes:** A waitlist randomisation design was applied: between t=0 and t=1, the treatment group received treatment; between t=1 and t=2, the control group received treatment. Scores are in natural units. Life satisfaction and social trust were measured on scales from zero to ten, PHQ-9 for depression on a scale from zero to 27, and GAD-7 for anxiety on a scale from zero to 21. N=383 (146 at t=0, 133 at t=1, and 104 at t=2). Confidence intervals are 95%.

**Sources:** Own data collection, own calculations.

We make three observations: first, between points t=0 and t=1, the course improved the scores of the treatment group, in line with our first and second hypotheses, whereas those of the

¹⁰Figures for other self-reported outcomes are available upon request.
control group remained constant. Second, between points t=1 and t=2, the course improved the scores of the control group (which received treated during that period) in a similar fashion, whereas those of the treatment group were sustained or even continued to improve, in line with our third hypothesis.

**Empirical Model.** We now turn to our empirical model. Our baseline model is a difference-in-differences specification that compared the evolution of course outcomes between groups over time:¹¹

\[
y_{it} = \beta_0 + \beta_1 \text{Treatment}_i \times \text{Post}_t + \beta_2 \text{Treatment}_i + \beta_3 \text{Post}_t + \beta_4 X_{it} + \mu_s + \epsilon_{it} \quad \text{with } t = \{0, 1\}
\]

(1)

where \(y_{it}\) is the outcome of respondent \(i\) at time \(t\); \(\text{Treatment}_i\) is a dummy equal to one if the respondent belonged to the treatment group, and zero else; \(\text{Post}_t\) is a dummy equal to one at \(t=1\), and zero else; \(X_{it}\) is a vector of controls; and \(\mu_s\) is a course-set-specific fixed effect. In what follows, we present coefficients obtained from estimating Equation 1 without controlling for \(X_{it}\), and relegate those obtained from estimating the equation with the vector of controls to the Supplementary Materials. If randomisation was successful and treatment was exogenous, controlling for \(X_{it}\) should not make any difference, and this is precisely what we will show.

Our model was estimated using OLS, with robust standard errors clustered at the participant level. \(\beta_1\) is the causal effect (average treatment effect on the treated) of course participation. Note that our model could not exploit data points at \(t=2\) because there was no credible control group anymore.

¹¹ Alternatively, one could regress the post-treatment on the pre-treatment outcome and a treatment dummy (which enforces a balanced panel). Results were qualitatively the same.
Taken together, we tested fifteen hypotheses in our main analysis (i.e. four outcomes related to subjective wellbeing, two outcomes related to mental health, three outcomes related to pro-sociality, plus six biomarkers). To account for multiple hypotheses testing, we used the stepdown multiple testing procedure suggested by Romano and Wolf (2005a, 2005b), with the four-step algorithm outlined in Romano and Wolf (2016). In essence, the algorithm constructs a null distribution for each of our fifteen hypotheses tests based on a set of null resampling test statistics (in our case, using a bootstrap with 100 repetitions and cluster-robust standard errors at the participant level in both the original regression and during the resampling procedure). We find that our stepdown adjusted P values (corresponding to the significance of a hypothesis test where fifteen tests were implemented) continue to indicate significance at conventional levels for all our coefficient estimates (where our original P values indicated significance).

Results

Impacts on Subjective Wellbeing, Mental Health, and Pro-Sociality. Figure 3 plots the coefficient estimates of our self-reported outcomes. We again confirmed our first and second hypotheses on positive impacts on wellbeing and pro-social attitudes.

Figure 3

Impacts on Self-Reported Outcomes: Subjective Wellbeing, Mental Health, and Pro-Sociality

---

12 See Supplementary Materials Tables 5a and 5b for these results.
Notes: Outcomes have been standardised prior to running regressions (i.e. transformed to z-scores with mean of zero and standard deviation of one, using the control group mean and standard deviation). See Supplementary Materials Table 2a for the corresponding regression table with controls. Robust standard errors were clustered at the participant level. N=279 (146 respondents, of which 73 were in treatment and 73 in control). Confidence bands are 95%.
Sources: Own data collection, own calculations.

In terms of subjective wellbeing, the course increased life satisfaction by about 64% of a standard deviation, happiness by about 63%, and worthwhileness by about 56%. Anxiousness, on the contrary, was decreased by about 42%. Impacts were large: for life satisfaction, for example, the effect size corresponds to an increase of about one point on a zero-to-ten scale. Impacts were significant at the 5% level.

In terms of mental health, the course decreased both PHQ-9 and GAD-7 scores, respectively, by about 54% and 45% of a standard deviation (impacts did not significantly differ from each other). Impacts were again large: participants, prior to taking the course, reported mean PHQ-9 and GAD-7 scores of about 6.7 and 6.1, respectively, which corresponds to a clinical symptomatology of mild depression and anxiety. The course improved scores to, on
average, 4.3 points for PHQ-9 and 3.7 for GAD-7, which corresponds to minimal depression and anxiety. Impacts were again significant at the 5% level.

Although strong, impacts on mental health were clearly weaker than those found in trials based on cognitive behaviour therapy. For example, the Improving Access to Psychological Therapies scheme in the UK has been found to reduce PHQ-9 and GAD-7 scores, on average, by about eight and seven (Clark et al., 2009). The Cognitive Behavioural Therapy as an Adjunct to Pharmacotherapy trial has been found to reduce PHQ-9 and GAD-7 scores, on average, by about 7.1 and 4.7 (Wiles et al., 2016). However, these trials were targeted specifically at individuals who suffer from depression and anxiety, rather than the general adult population.

In terms of pro-sociality, we found that the course significantly increased both compassion and social trust at the 5% level, respectively, by about 42% and 56% of a standard deviation (about 0.6 and 1.1 points). The impact on gratitude, however, was lower and only marginally significant.

Next, we ran a series of regressions to look into the importance of social context, potential mechanisms behind our average treatment effects, and heterogeneous effects. To do so, we first re-estimated our baseline model with controls (Supplementary Materials Table 2a), and then selectively exploited these controls in these subsequent analyses. Note that including controls has little impact on our identified effects (compare Figure 3 with Supplementary Materials Table 2a), which suggests that randomisation was successful and treatment was exogenous.

To study the importance of social context, we note that whether or not we control for social context, measured as participants' preference for socialising, has made little difference
to our findings. Next, we ran two additional regressions. First, we re-estimated our model without controlling for participants' preference for socialising but controlling for all other covariates: coefficient estimates were slightly attenuated yet continued to be strong, suggesting that socialising may play a role but only partially explains impacts. We then split our sample by the mean pre-treatment value of this variable: again, we did not find that impacts were systematically stronger for respondents who had a higher preference for socialising, pre-treatment, and vice versa. Thus, it does not seem that participants who had a higher preference for socialising benefited more from the course than others, or the other way around.

To explore potential mechanisms, we collected data on two categories of additional outcomes: information and behaviour. The former included measures that relate to knowledge of what contributes to one's own and other people's wellbeing. The latter included measures that relate to frequencies of behaviours in various social domains, including the private sphere, close relationships, and other people. Items on information and behaviour also served as manipulation checks, as the course explicitly aims at changing both.

Re-estimating our baseline model with standardised measures of information as outcomes, we indeed found that participants reported to feel more knowledgeable of what contributes to a happy and meaningful life, to know more what matters to them personally, and to feel more able to do things to improve their own, and to a somewhat lesser extent, the well-being of other people. When it comes to standardised measures of behaviour, the course increased the frequency in which participants reported to practice mindfulness or meditation, to treat themselves in a kind way, to connect with other people, and to do something kind or helpful for others. Effect sizes ranged between 50% and 80% of a standard deviation –

---

13 We found similar results regardless of whether a stated-preference (i.e. importance for meeting new people and making new friends) or a revealed-preference item (i.e. frequency of meeting in local clubs) was used to measure the importance of social context to participants.

14 Results are available upon request.

15 Data on these additional outcomes had only been collected at a later stage (starting from t=1).
Impacts of mindfulness on wellbeing and the importance of social relationships and pro-social behaviour for wellbeing are well-documented in the literature (see Bohlmeijer et al. (2010), Godfrin and van Heeringen (2010), or Gu et al. (2015) for mindfulness; Powthavee (2008) for social relationships; or Borgonovi (2008), Meier and Stutzer (2008), or Dolan et al. (2021) for pro-social behaviour, for example).

To shed light on whether some participants benefited more than others, we conducted a heterogeneity analysis, running separate regressions for participants in different terciles of the respective self-reported outcome distribution, pre-treatment. Figure 1 in the Supplementary Materials shows our findings: only in case of PHQ-9 scores did differences between terciles turn out to be significant. Impacts on participants in the first tercile of PHQ-9 scores (who were more depressed) were almost seven times larger than for those in the bottom tercile (who were less); the difference was significant at the 5% level. Besides that, we did not find much evidence for heterogeneous effects.

**Impacts on Cortisol and Cytokines.** We next look at biomarkers – cortisol as a stress response hormone and a range of cytokines as immune response proteins associated with mental ill health and depressive symptoms. Figure 4 shows coefficient estimates.

---

16 See Supplementary Materials Tables 3a and 3b for these findings.
17 The choice of terciles was motivated by sample size.
Notes: Outcomes have been standardised prior to running regressions (i.e. transformed to z-scores with mean of zero and standard deviation of one, using the control group mean and standard deviation). See Supplementary Materials Table 2b for the corresponding regression table with controls. Robust standard errors were clustered at the participant level. N between 236 and 275 depending on biomarker due to removal of outliers. Confidence bands are 95%. Sources: Own data collection, own calculations.

We did not find that the course had significant impacts on biomarkers at conventional levels. However, we found that cytokines consistently moved into the hypothesised direction: pro-inflammatory cytokines IL-1β and IL-6, which correlate positively with depressive symptoms, decreased, whereas anti-inflammatory cytokine IL-10, interferon IFN-γ, and chemokine IL-8 (which correlate negatively) increased. Compared to self-reported outcomes, biomarkers were noisier and impacts smaller in size.\(^ {18} \)

---

\(^ {18} \) As with our self-reported outcomes, we ran separate regressions for participants in different terciles of the respective biomarker distribution, pre-treatment. Figure 2 in the Supplementary Materials plots coefficient estimates: we found again little systematic evidence that the course had significant impacts by tercile at conventional levels.
Robustness. To the extent that out-of-sample selection was not random and correlated with outcomes (for example, unhappier people may have been more likely to drop out of the study), or differed by group, it would have biased our identified effects. We looked at this attrition by regressing the number of periods on each outcome alongside course-set-specific fixed effects, using robust standard errors clustered at the individual level. We found little evidence that outcomes were significant predictors of the number of periods participants remained in the programme, neither on average nor by group.\textsuperscript{19} We take this as evidence that out-of-sample selection was rather random. Note that only about 5\% of participants dropped out between $t=0$ and $t=1$, and a slightly larger proportion (22\%) between $t=1$ and $t=2$. Finally, compliance was high: on average, participants attended seven out of eight sessions.

Replication

Since its launch in 2015, 431 courses have been completed worldwide, totalling 5,621 participants. From the beginning, the charity running the courses – Action for Happiness – has been collecting data on course outcomes at the participant level. Participants are sent a link to the survey at $t=0$ after registering online for the course. Completing the online survey is mandatory for course participation. After the course has finished, they are again sent a link to the survey at $t=1$, whereby completion is incentivised by a voucher for a free, one-year subscription to a mindfulness app.

In particular, by means of online surveys, data on course participants' life satisfaction, mental wellbeing, compassion, and social trust have been collected. Mental wellbeing is measured using the Short Warwick-Edinburgh Mental Well-being Scale, which asks respondents to report the frequency of several experiences related to their mental wellbeing during the

\textsuperscript{19} Results are available upon request.
past two weeks. The item is bound between seven and 35, whereby higher scores indicate higher mental wellbeing.

Although a before-after comparison of these measures does not yield causal effects of course participation on course outcomes, we can still use these online surveys, which are high-powered and widely spread across geographical regions and over time, to check the external validity of our main findings, which were based on six courses in London between 2016 and 2017. Figure 5 shows the results of this before-after comparison of course outcomes collected via online surveys, restricted to respondents for whom we had both data at t=0 and t=1, amounting to about 5,600 individuals (about 2,300 observations before and 2,300 after) for comparison.

**Figure 5**

*Impacts on Self-Reported Outcomes in Online Surveys: Life Satisfaction, Mental Wellbeing, Compassion, and Social Trust*
Notes: Data at t=0 and t=1 from online surveys on the universe of courses during the period 2015 to 2019. Scores are in natural units. Life satisfaction and social trust were measured on scales from zero to ten; mental wellbeing by means of the Short Warwick-Edinburgh Mental Well-being Scale, which runs from seven to 35; and compassion by means of the Santa Clara Brief Compassion Scale, which runs from five to 35. Confidence intervals are 95%.

Sources: Own data collection, own calculations.

Similar to the findings in our trial, the before-after comparison showed strong, positive associations between course completion and life satisfaction, mental wellbeing, compassion, and social trust.

Associations were, however, larger: for life satisfaction, for example, we found a mean difference of about 1.4 points on a zero-to-ten scale (pre-mean of 6.1, post-mean of 7.5).

Larger associations could be driven by three factors: first, our before-after comparison did not account for general trends in wellbeing. Second, larger associations could, in part, be driven by attrition in online surveys: whereas attrition was low in our trial (only about 5% of participants dropped out between t=0 and t=1), attrition in online surveys was much higher, at about 36%. Finally, larger impacts could be explained by the timing of surveys at t=1: the link to the
survey is sent out shortly after the course has finished, whereas in our trial data at t=1 had been collected before the last session started. It is therefore possible that participants' euphoria of having finished the course was mixed up with actual course outcomes in online surveys.

**Discussion**

Using a randomised controlled trial, we found that the "Exploring What Matters" course had strong, positive causal effects on participants' self-reported subjective wellbeing and mental health. It also induced a shift in participants' attitudes towards more pro-sociality. These impacts seemed to be sustained at t=2 two months post-treatment. An analysis of the mechanisms of wellbeing change suggested that effects on participants may have come about through changes in knowledge of wellbeing and behaviour in areas that have been shown to be important for wellbeing and in which there is little hedonic adaptation, including mindfulness, social relationships, and pro-social behaviour. Biomarkers collected through saliva samples, including cortisol and a range of cytokines involved in inflammatory response, moved consistently into the hypothesised direction yet failed to reach statistical significance at conventional levels.

One explanation for why we did not find significant effects on biomarkers may be power issues combined with relatively noisy measures. Another, related explanation may be the composition of our sample: high levels of pro-inflammatory cytokines have been found for major depression. Respondents in our sample, however, reported only mild depressive symptomatology on average, pre-treatment. In fact, we found that only eight out of 133 respondents for whom we had data at t=1 (about 6%) reported strong symptomatology, as indicated by PHQ-9 scores of fifteen or higher. Moreover, even amongst these, only about a third showed associated elevated inflammation (Wium-Andersen and Nielsen, 2013). For cortisol, individual differences and timing of measurement matter: it has been found to be a rather short-term measure for stress (Miller et al., 2007). Another, complementary explanation is
that the course improves participants' positivity towards life more generally, which is initially captured by self-reported outcomes and may manifest itself in impacts on biomarkers only in the long-run. Indeed, there is some indication in the literature that tangible health outcomes of wellbeing interventions are attainable only in the longer term, especially if participants are motivated to sustain the behaviour promoted during the intervention afterwards, possibly over a period of months (see Steptoe (2019) for a review). While effects on biomarkers turned out insignificant, the fact that they consistently moved into the hypothesised direction still suggests a promising avenue for future exploration amongst individuals specifically with higher levels of depressive symptoms at $t=0$, and in particular, for long-run follow-up measurement.

Compared to the literature, impacts on self-reported outcomes were large: the course increased participants' life satisfaction on a zero-to-ten scale by about one point, which is more than being partnered as opposed to being single (+0.6) (Clark et al., 2018). Impacts were stronger than those found in trials funded by the UK Big Lottery Fund, which financed a wide range of wellbeing programmes (fourteen portfolios, each consisting of three to 34 actual trials) from 2008 to 2015 at a volume of £200 ($251) million. Trials typically included community-based activities such as community gardens or sports events. As a conservative estimate, they increased life satisfaction on a zero-to-ten scale by, on average, 0.5 points for six months post-treatment (New Economics Foundation-Centre for Local Economic Strategies, 2013). Different from the "Exploring What Matters" course, however, these trials targeted specific groups with mental health needs.

Finally, impacts were highly comparable to those of ENHANCE (for life satisfaction, about one point in "Exploring What Matters" versus 1.1 points in ENHANCE), a 12-week wellbeing course focusing primarily on positive habits, skills, and attitudes, which is the most comparable intervention and which can be delivered both offline and online, with little
The authors were able to provide evidence of positive impacts over a period of up to six months post-treatment. Note that this six-month post-treatment period includes a three-month sub-period in which participants who had finished the course were repeatedly followed up: in the offline version, this included an alternating series of biweekly phone calls (of ten to fifteen minutes duration each) and in-person group sessions (of two hours duration each) during these three months; participants in the online version received six bi-weekly e-mails during this period.

"Exploring What Matters" differs from ENHANCE in several, fundamental aspects. We limit our comparisons to the offline version of ENHANCE because there exists, to date, no online version of "Exploring What Matters". Different from ENHANCE, "Exploring What Matters" is led exclusively by non-expert volunteers (essentially laypeople), whereas ENHANCE relies on graduate-level trained clinicians. This is interesting, because it shows that laypeople without any specific academic background can be effectively utilised to systematically improve the wellbeing and pro-sociality of others. In fact, the manualisation of the "Exploring What Matters" course and its reliance on volunteer laypeople as course leaders make it highly cost-effective for face-to-face settings: costing only £90 ($113) per WELLBY (a one-point increase in life satisfaction on a zero-to-ten scale for one individual for one year), it is well above the advocated wellbeing cost-effectiveness threshold of about £2,500 ($3,139) derived from marginal National Health Service (NHS) spending in the UK (Clark et al., 2018), and well below the individual willingness to pay for one WELLBY of about £9,000.

---

20 The impact of this course has been studied using a waitlist randomisation design, as in our paper, and the authors found an impact of about 0.5 between baseline and posttest on life satisfaction measured on a one-to-five multi-item summed scale (the Satisfaction With Life Scale) (Heintzelman et al., 2019, Table 3). With the caveat that both measures of life satisfaction are not perfectly comparable, rescaling this item to a zero-to-ten scale yields an impact of about 0.5*(11/5)=1.1.

21 In light of Covid-19, Action for Happiness, the charity running the "Exploring What Matters" course, has developed a new version of the course optimised for online delivery, due to be launched in 2021. During the pandemic, over 100 local groups have conducted the course online using Zoom and over 5,000 participants have been involved.
($11,300) derived from marginal health improvements (Huang et al., 2018). Another fundamental difference between the two courses is the period after the course has ended. Different from ENHANCE, "Exploring What Matters" includes no three-month, labour-intensive maintenance period (i.e. biweekly alternating phone calls and group sessions), which should be seen as part of the intervention package and which has implications for cost-effectiveness. Such a period may not be necessary, considering the similarity in outcomes between the two courses.

Regardless of these differences, ENHANCE and the "Exploring What Matters" course show remarkable similarities in terms of impacts and demonstrate that the wellbeing of healthy adults in the general population can be effectively improved by means of intervention. An important, policy-relevant question is how average people can be motivated to take up wellbeing interventions (for example, by targeting their expectancies or subjective valuations of interventions), especially if they may not believe ex-ante in their effectiveness and interventions may therefore represent credence goods, i.e. goods of which the value only becomes apparent upon consumption.

Our study has several shortcomings. The most important one is that significant effects on self-reported outcomes were not mirrored by biomarkers. Impacts at t=1 may thus have reflected participant's euphoria of having finished the course, placebo effects, or social desirability if course participants tried to please course leaders. Although none of these can be ruled out for sure, we argue that it is unlikely that our impacts were primarily driven by these

---

22 The wellbeing cost-effectiveness threshold of about £2,500 derived from marginal NHS spending can be calculated as follows: the NHS approves treatment if the QALY per cost ratio is 1/£25,000. Since QALYs are measured on a scale from zero-to-one and life satisfaction is measured on a scale from zero-to-ten, the translated advocated wellbeing cost-effectiveness threshold becomes (1/£25,000)*10. See Layard (2016), Clark et al. (2018), and Frijters et al. (2020) for the concept of WELLBY and Frijters and Krekel (2021) for a discussion of wellbeing cost-effectiveness analysis.

23 We made the assumption that sustained impacts are sustained for at least one year. If we assume that they are sustained for two months only, for which we have suggestive evidence, the course would cost £540 ($678) per WELLBY.
artefacts. First, recall that the atmosphere during data collection (including t=0, t=1, and t=2) was kept strictly neutral according to protocol, and that participants could meet and chat to each other only after data collection had finished. Second, there was evidence for sustained impacts: it is unlikely that placebo effects were sustained two months post-treatment. Moreover, impacts at t=2 were similar (if not stronger) than at t=1: it is unlikely that, two months after having completed the last survey, participants perfectly recalled their previous responses. Likewise, the fact that different types of self-reported outcomes, particularly, PHQ-9 and GAD-7, point into the same direction makes us more confident in that our identified treatment effects are not driven exclusively by demand effects. Arguably, PHQ-9 and GAD-7 should be less susceptible to such effects, because they (a) are multi-item summary scales (and hence relatively less prone to them), (b) ask about actual experiences during the past two weeks (for example, trouble falling or staying asleep, or sleeping too much), and (c) are not framed around the notion of "happiness" (which the course is advertised to promote). Finally, data collection was strictly anonymous, and there was little incentive for participants to answer in a strategic or socially desirable way. Likewise, anonymous online surveys from the universe of courses conducted showed similar impacts. They also pointed against observer effects: for participants who completed online surveys, no field experiment was salient.

Despite these protocols, two other types of placebo effects are thinkable: first, participants self-selected into the intervention (i.e. knowing that it aims at increasing their happiness) and were likely to be actively looking to improve their lives. The question then arises whether our identified treatment effects are due to placebo effects (i.e. motivated cognition) to which self-selected participants may be especially susceptible. Alternatively, one might argue that self-selected participants may be especially motivated to "work hard" in order to improve their lives, i.e. pure motivational effects. Unfortunately, our study design does not allow us to disentangle these effects, but the literature provides evidence on their relative importance. Lyubomirsky et al. (2011) show that self-selection strengthens treatment effects, but only
when interacted with a wellbeing-enhancing treatment (as opposed to a neutral control). Moreover, the authors show that self-selected participants put more effort into treatment compared to non-self-selected participants. Hence, self-selection seems to matter, but not so much because of motivated cognition. Rather, it seems that self-selected participants bring with them more positive behavioural attitudes towards treatment.

A second placebo effect may arise from the upfront donation (£90) that participants may make in order to cover costs: one could argue that, because participants paid upfront, they may report a higher wellbeing *ex-post* due to cognitive dissonance. Although we cannot fully exclude this possibility, the combination of (i) the rather small amount (i.e. between £90 / (8*2) = £5.6 to £90 / (10*2) = £4.5 per course hour for a course duration of between 16 and 20 hours); (ii) the relatively long duration between payment and outcome measurement of more than two months; and (iii) the fact that course participants were not primarily from the lower end of the income distribution reduces the likelihood of significant placebo effects from the possibility of making an upfront donation.

Another shortcoming was the waitlist randomisation design: the choice of this design was motivated by the fact that – in our non-clinical, general adult population, and local community intervention context – there exists no natural, credible control group that could lend itself as a counterfactual business-as-usual. At the same time, alternate double-blind impact study designs with placebo control groups are difficult to implement in the context of course-based social-psychological interventions (Herbert and Gaudiano, 2005). On the one hand, a placebo (for example, having meetings at the same time as the treatment group but in an unstructured format without delivering course contents) could have helped to better isolate and identify the active ingredients of the intervention (for example, specific course contents *versus* socialising or disrupting the daily routine), beyond the self-reported changes in information and behaviour that we document. On the other hand, a placebo that eliminates (ideally) one specific channel is difficult to find and implement, especially in case of in-person courses.
involving several sessions over a long period of time. Ideally, one would want to work with multiple control groups and placebos, which can easily become quite complex. At a conceptual level, this raises the question of whether or not elements like socialising or disrupting the daily routine are themselves active parts of the intervention package.

Our waitlist randomisation, therefore, balanced these challenges while adhering as closely as possible to evidence-based practice in social science. Nevertheless, it has drawbacks. The most important one is that being waitlisted itself could be a treatment. Bias could have gone both ways. We found little evidence for either: between t=0 and t=1, there were little significant differences in outcomes and covariates for the waitlisted control group, except for mindfulness and meditation (which the waitlisted control group seemed to practice more at t=0). Excluding individuals for whom this behavioural change occurred between t=0 and t=1 left our findings unchanged.24

Future research may build on and extend the evidence established in this trial, for example, by looking at long-term impacts that go beyond two months post-treatment. Moreover, it may be interesting to look at behavioural spillovers from one life domain to another or well-being spillovers between individuals. We found participants who were initially in more mental distress to benefit more from the course. A larger sample size could help stratifying results by demographics and other participant characteristics, providing useful insights into targeting particular groups of people more effectively. It may also help resolve power issues with biomarkers. Finally, motivated by the growing literature on mentoring and advice-giving in social psychology rooted in self-perception theory and advocacy, studying the causal effect of the course on the wellbeing of facilitators (i.e. the volunteers who lead the course) would be a promising avenue for future research.

24 Results are available upon request.
Conclusion

Our study shows that wellbeing is not fixed but can be changed by means of intervention, cost-effectively and at scale, and that self-reported impacts are sustained over time. In particular, exposing people to the scientific evidence base on what has been found to cause wellbeing (even when presented by non-expert laypeople), jointly discussing this evidence, and committing to make behavioural changes to daily routines can have lasting impacts on wellbeing. This speaks against a set point of wellbeing around which individuals fluctuate and return to by adapting to changes in life circumstances (Brickman and Campbell, 1971). Rather, the evidence presented here speaks for an expectancy-value approach to behaviour change (Battle, 1965), in which individuals – once they update their beliefs about what matters to their wellbeing, change their behaviour initially, and experience an initial increase in wellbeing – may change their behaviour more permanently, with then sustained impacts on wellbeing. To the extent that people do not anticipate or believe in such interventions, these may constitute credence goods and there may be a role to play for policy to accredit their effectiveness and disseminate that information.

This has important implications for economics: apart from wellbeing being a significant predictor of economic behaviour and individual-level outcomes such as productivity and income (De Neve and Oswald, 2012; Oswald et al., 2015; Béllet et al., 2020), health (Graham and Pinto, 2019), voting (Liberini et al., 2017), or organisation-level productivity and profitability (Krekel et al., 2019), there are important implications for measuring societal progress more generally. If wellbeing is not fixed and adaptation is not inevitable (e.g. we know that there is no full adaptation to unemployment, cf. Clark et al., 2008), wellbeing can be used as a meaningful indicator to measure societal progress, and help direct policy attention towards areas in which there may be little adaptation (such as lack of social relationships, unemployment, lack of community cohesion and trust, or mental health), and by the same token, towards more wellbeing-improving activities.
The Easterlin Paradox (Easterlin, 1974, 2019) shows that, despite substantial increases in GDP per capita, wellbeing has been largely stagnant in many developed countries over the past decades, or even declined for some population groups (Stevenson and Wolfers, 2009). The finding that wellbeing can improve when redirected towards certain behaviours, combined with the growing evidence base on its causes and consequences, underlines its usefulness as an indicator for measuring how we are doing as a society, which is a core activity of the economics profession.
Acknowledgements

We are heavily indebted to Fulvio D'Acquisto and Martin Gross at the William Harvey Research Institute, Queen Mary University of London, for helping us with the logistics of temporarily storing our biomarker samples. We are thankful to Ed Diener, Carol Graham, Paul Frijters, Claryn Kung, and Ashley Whillans, as well as seminar participants at the London School of Economics and various other places, for helpful comments and suggestions. Lucía Macchia and Ekaterina Oparina provided excellent research assistance. A special thanks goes to the volunteer course leaders at Action for Happiness, course participants, and to the Action for Happiness staff, in particular Keith Cowley, Alex Nunn, and Mark Williamson. We thank the editor, associate editor, and two anonymous referees for their very helpful comments and suggestions.

Funding

Funding from the John Templeton Foundation and the What Works Centre for Wellbeing’s evidence programme is gratefully acknowledged.
References


